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Abstract:

Plans to sequence everyone in the developed world at birth were developed three decades ago. This is now
plausible, and companies offer newborn sequencing as an option to parents—sometimes as an alternative to
newborn screening (NBS) which identifies rare, treatable conditions that require urgent intervention. Yet the
benefits and risks remain largely unknown. We probed the potential and pitfalls of performing pervasive
population-scale public health sequencing of newborns. To do so, we drew upon an unparalleled NBS public
health resource and used inborn errors of metabolism (IEMs) as a model system for human genetics.

We obtained archived residual dried blood spots and data for nearly all IEM cases from the 4.5 million infants
born in California during an 8.5 year period. We found that exome analysis alone was insufficiently sensitive or
specific to be a primary screen for most NBS IEMs. However, as a secondary test for infants, exomes could
reduce false-positive results, facilitate timely case resolution and in some instances even suggest more
appropriate or specific diagnosis. Sequence-based NBS could also be the foundation of a learning public
health system identifying additional disorders.

*

As genomic data become increasingly mainstream, privacy risks have garnered increasing attention. Forensic
cases using previously unidentifiable DNA have direct implications for research data. We found that consumer
genomics and biological discovery activate latent privacy risk in ’omics data, including data scrubbed of any
genetic variation information. | will briefly discuss how data previously deemed safe by privacy researchers for
unrestricted sharing now appear to be at risk of potential re-identification.
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Abstract:

Gene expression values and other functional genomics summary data are widely shared without
restriction. In this study, we showed that certain summary functional genomics data can be
uniquely linked to a genome in a world population. We demonstrated that summary functional
genomics data can be used to re-identify individuals in consumer genomics databases. The
ability to link sets of quasi-identifiers (e.g., age, zip code) from research studies and public
databases can reveal a research participant’s identity and protected health information. Notably,
such risks will continue to increase over time, activated by new techniques, new knowledge, and
new databases. The need to preserve individuals’ genomic privacy for their lifetime and beyond
poses unique challenges to the effective sharing of summary functional genomics data.

One Sentence Summary: Summary functional genomics data have growing privacy risks, since
they can increasingly be linked to genomic data in genealogy databases.
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Main Text:

Forensic genetics recently illustrated that a suspect could be identified by querying his DNA
against a genealogy database that contains direct-to-consumer genotype data, in combination
with quasi-identifiers, such as age, sex, and location (Fig. S1) (1). However, this also poses a
new type of privacy risk to research participants who have contributed their genomic data, since
experts predict that most Americans of European descent will be similarly identifiable in the near
future due to the growth of consumer genomics data (2, 3). Fortunately, the research community
has anticipated the potential risks of genomic data and has substantially reduced the privacy risk
to research participants through controlled access databases such as the European Genome-
Phenome Archive (EGA) and database of Genotypes and Phenotypes (dbGaP) (4, 5).

In addition to genome data, researchers also generate functional genomics data to measure
biological molecules or activity. Functional genomics techniques have enabled biological and
medical research that has revolutionized our understanding of human diseases (6). Accordingly,
phenotypes such as disease status are often attached to these data. Many functional genomics
techniques, such as RNA-seq and DNase-seq, rely on DNA sequencing. The raw reads contain
genetic variants with a similar privacy risk as genomic data. Thus only summary data, such as
gene expression and DNA hypersensitive sites, are publicly shared, since summary data are
generally assumed to be free of genetic variants (7). However, researchers have shown that gene
expression data (8, 9), DNA methylation data (10), RNA-seq and ChIP-seq signals (11), and Hi-
C data (11) can be linked to the genome of the same individuals, since genotypes can be
predicted from gene expression data based on expression quantitative trait loci (eQTLS) (9) and
structural variants can be predicted from ChIP-seq signals and Hi-C data (11). Once this linkage
between functional genomics data and their corresponding genome, an adversary seeking to
exploit the data can assign the sensitive phenotype attached to the functional genomics data to a
specific genome (Fig. S2A-C). Additionally, this linkage allows an adversary to combine quasi-
identifiers from both the genomic and functional genomics data, which further increases the risk
of re-identification (Fig. S2D).

Such risks were deemed a theoretical, but not a practical concern for two reasons. First,
previous studies suggested only a few QTL genotypes could be predicted reliably, and thus it
was not possible to uniquely identify the corresponding genome from a large population. Second,
there was no large database with genome-wide genotypes to match against at that time. The
approaches proposed by previous studies will not work on consumer genealogy databases, which
require using their restrictive tools for matching genotypes. Therefore, summary functional
genomics data from research participants are widely shared without restriction today, e.g.,
hundreds of thousands of gene expression profiles are publicly available in Gene Expression
Omnibus (GEO) database and GTEx (12) and TCGA (13) websites.

In this study, we quantitatively evaluated the risk of summary functional genomics data. We
first use Bayesian inference and information theory to evaluate the capacity to link summary
functional genomics data to genotype data. Next, we developed a practical approach that links a
gene expression profile to the corresponding genotype data in a consumer genealogy database.

We first used gene expression data as an example to assess the capacity to link summary
functional genomics data to genomic data. An adversary could train their model using any public
data containing both RNA-seq and the corresponding genotype data, such as GEUVADIS RNA-
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seq data (14), for which genotype data are publicly available in the 1000 Genomes Project (15).
Here we used GTEXx data (Fig. S3) (12), which contained gene expression data from diverse
tissues, to provide a more accurate estimate of linkage capacity.

We first evaluated the prediction of genotypes at reported eQTL using gene expression
values (Fig. 1A and Supplementary Text). We studied about 0.1% of all reported eQTLs, one
eQTL per gene based on the reported correlation p-values (Fig. S4A and Table S1). We
computed the average information content (bits of information in a genomic position) and the
prediction confidence of each eQTL (Fig. 1A and Supplementary Table S2). Those with both
high average information content and high prediction confidence (Fig. 1B and Fig. S4B) are
useful to link a gene expression profile to a genotype profile (a person’s genome-wide
genotypes). Additionally, the prediction information, which we defined as the mutual
information between true genotypes and predicted genotypes, quantitatively indicates the linkage
risk (Fig. 1B).

Next, we integrated multiple eQTLs with high prediction information to link a gene
expression profile to genotype profiles (a person’s genome-wide genotypes) (algorithms
described in Supplementary Text): given a gene expression profile and a library of genotype
profiles, we sought to determine if the corresponding genotype profile of the gene expression
profile is identifiable. Using GTEX skin tissue data (N=414), we found that using the top 50
eQTLs, almost all expression profiles can be linked to the correct genotype profiles (N=207)
(Fig. 1C and Table S3). Remarkably, with only the top 15 eQTLS, 93.6% of the correct
genotype profiles are the top hits (Fig. 1C). Similar linking rates were observed in other tissues
(Table S3). Though using insufficient loci the correct genotype profiles could not be uniquely
identified, they could still be narrowed to a certain subset (Fig. S4C, D). For example, using the
top five QTLs, only 12% of the genotype profiles could be uniquely identified; however, a
majority of genomes (57%) were among the top three hits (Fig. S4C).

We used simulated genotype profiles to evaluate the linking capacity in a large population,
(see Supplementary Text). For each of the 414 skin gene expression profiles, we merged its
corresponding genotype profile with a million simulated ones to form a genome library and
tested if the corresponding genotype profile could be identified using parameters trained by data
from the remaining 413 individuals (Fig. S5). Using 209 eQTLs with prediction information
>0.1 bit, every genotype profile was uniquely and correctly identified (Fig. S6A). Using just the
top 20 eQTLs, half of the genotype profiles were still the top hits (Fig. S6A), and 80% were
within the top 10 (top 0.001%) candidates (Fig. S6B). Notably, the percent rank (explained in
Fig. S5) of true genotype profile is independent of the genome library size (Fig. S6C) and
correlates with the total bits of prediction information (Fig. S6D). Based on the linear
relationship between percent rank and prediction information (Fig. S6D, Table S3 and
Supplementary Text), we showed that the top 100 eQTLs are sufficient to uniquely identify
90% of genomes from a genome library the size of the world population (Fig. 1D). The results
from other tissues are similar (Fig. S7A-C).

In reality, the training and prediction data may be more different due to non-identical
tissue/cell types, gene expression values obtained from different analysis pipelines, batch effects,
etc. We conducted a linking test for GEUVADIS gene expression data (lymphoblastoid cell
lines) and 1000 Genomes Project data, using parameters trained from GTEx lymphocyte cell data
(Fig. SBA). The number of reported eQTLs and independent eQTLs in the GTEx lymphocyte
data is less than half of that for other tissues (Fig. S8B and Table S1), mainly due to the small
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sample size and likely higher diversity in cell lines than in the tissue samples. We attempted to
match each of the 455 GEUVADIS gene expression profiles to its target genome in a library of
2,504 genomes (Fig. SBA). Using the 321 eQTLs with prediction information >0.05 bit (Fig.
S8C), 91.2% of the GEVAUDIS gene expression profiles could be uniquely matched to the
correct genomes (Fig. S8D), and 95.3% were within the top two candidates (Fig. S8E). We
observed a 40% reduction in prediction information (reduced from 50.1 to 30.2 bits) when the
GTEx-trained model was applied to GEUVADIS data (Fig. S8F). This loss is likely due to
differences stemming from cell types, ancestry, batch effects, and data processing (Table S5).
However, even with a 40% reduction in linkage capacity, a majority of target genomes could still
be uniquely identified in a large population (Fig. S9A-C).

When evaluating the linkage capacity, we assume the corresponding genome of a gene
expression profile is in the genome library. However, in a real linking attack, this is not known
by the adversary. We showed that gene expression data are also vulnerable in a membership
inference attack. We showed the existence of a person’s genome in a large genome library can be
accurately inferred (Fig S10A-B).

We have shown that theoretically gene expression profiles can be linked to genomes in
world population. We now consider whether they can be linked to data in consumer genealogy
databases. We analyzed the selection of loci genotyped by a consumer genetics company (see
Materials and Methods) and found their prediction information would still enable an adversary to
identify a genome from a genome library the size of the world population (Fig. S11A-E and
Table S4). However, the genotype data in consumer genealogy databases are not accessible to an
adversary. Instead, the adversary is limited to using the database’s restrictive tools for matching
query genotypes against their library of stored genotypes. These tools are designed to detect
identity-by-descent (IBD) segments, and familial relationships can be determined from the total
size of IBD segments. Therefore, the approach we developed above (together with approaches
proposed by the previous studies (8-11)) is not applicable in this scenario.

We extended our single locus prediction approach (Fig. 1A) to be compatible with IBD
matching. In typical consumer genealogy databases, IBD segments are identified as a minimum
number (e.g., 700) of contiguous identical or half-identical SNPs (e.g., genotype ‘AA’ and ‘AG’
are half-identical) with few mismatches (e.g., 1 out of 200). Thus, our prediction must achieve a
similar or fewer mismatches. We selected genotypes with a posterior probability >99% of being
at least half-identical to the true genotypes by considering the tradeoff between the number of
confident predictions and overall accuracy (Fig. 2A-B). In a typical genome, ~185,000
genotypes are predicted with a mismatch rate of 0.0038 (Fig. 2A-B and Table S6). We found
that mismatches clustered together along the genome (Fig. S12), implying that the mismatch rate
is further reduced in most genomic regions. In practical, greater than 3,000 centimorgans (cM) of
IBD segments could be detected when comparing the predicted with the true genotype profile
(Fig. 2C). No segments could be detected when comparing randomly simulated genotype
profiles to the predicted ones (Fig. 2C and Table S6). Additionally, the predicted genotypes
tend to exhibit a lower rate of heterozygous genotypes (Fig. 2D), which theoretically
corresponds to a lower false positive rate in IBD matching. Typical direct-to-consumer DNA
testing companies (see Materials and Methods) only measure a small selection of eQTLs (Fig.
S13A-B). However, the corresponding genome could still be identified by using the top 40,000
predicted loci, though the total amount of identified segments dropped significantly due to
insufficient loci and increased prediction errors (Table S6).
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We conducted a proof-of-principle test by using data from one individual. We use the
GEDmatch one-to-one comparison tool to compare a genotype profile predicted from skin
expression values to the true genotype profile (see Materials and Methods). Using all predicted
eQTLs with a posterior probability >99% of being at least half-identical, the GEDmatch tool
identified 2,812 cM of IBD segments (80% of all possible matches; a self-comparison of the
predicted genotype profile resulted in 3,550 cM). We then compared the predicted genotype
profile to an “artificial offspring” of the true genotype profile (see Materials and Methods),
which resulted in 1,954 cM of IBD segments. Such matches could also be established when only
loci genotyped by typical direct-to-consumer DNA testing companies are considered (Fig.
S13C).

Thus, an individual or their close relatives’ genotype data could be revealed in consumer
genetics databases from gene expression data. However, this approach may not identify distant
relatives (e.g., third cousins, who share about <2.0% of their total DNA) due to insufficient loci.
In summary, the theoretical risks (8, 9) now become practically relevant. The ability to link sets
of quasi-identifiers can reveal research participants’ identities and their protected health
information (Fig 3A-B).

QTLs for other high throughput data have also been reported (Table S7), and these data
may similarly breach privacy. We considered splicing data and DNase hypersensitive site (DHS)
data as additional examples. Though there are 200x as many eQTLs as splicing QTLs (sQTLS)
(17) (Table S7), a genotype profile in a library of 207 GTEx ones could still be identified from
its skin tissue splicing data (Fig. S14A-B), and this linkage would still be possible in a library of
hundreds of thousands to millions of genomes. (Fig. S14C-H). We modeled a similar linking test
for DHS QTLs (dsQTLs) (18) and the a genotype profile in a million simulated profiles could be
identified from the its DHS data (Fig. S15A-B). We estimated that a DHS-based linking attack
would be possible in a genome library the size of the world population (Fig. S15C-D).
Additionally, we anticipate several additional types of summary data, such as DNA methylation
data, could also be linked to genomic data from a large population based on the reported number
of QTLs (Fig. 4 and Supplementary Text).

Taken together, several types of summary functional genomics data—once thought safe to
share—can be uniquely linked to a genome within a genome library the size of the world
population. Once thereotical re-identification becomes possible due to the growth of direct-to-
consumer DNA testing and public genealogy databases. Risks will increase over time, activated
by new techniques, new knowledge, and new databases (Fig. 4 and Supplementary Text).
Research participants, who were promised that their data would be de-identified and protected,
may be vulnerable to re-identification from unrestricted public data. Genomic privacy is different
from privacy in other fields. It is known that the security of many cryptographic security
methods, such as internet connection protocols, degrade over time due to improvements in code-
breaking methods and resources. However, preserving individuals’ genomic privacy for a
participant’s lifetime and beyond (for descendants and relatives) poses unique challenges to the
effective sharing of functional genomics data.
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Fig. 1. Evaluation of the potential risk of linking gene expression data to genomic data. (A)
Two examples of single genotype inference. The assessment indices shown in the last column
are minor allele frequency (Minor AF), average information content (average IC), random
prediction confidence (R), prediction confidence (r), and prediction information (L). Details are
described in Table S2 and Supplementary Notes. (B) Prediction confidence and average
information content of each eQTL (N=10,470), labeled by prediction information. (C) Percent of
uniquely identified genomes using top N eQTLs. (D) The estimated genome library size in which
50%, 75%, or 90% of genomes could be uniquely identified using the top N eQTLs. World and
U.S. population are indicated with dashed lines.
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Fig. 2. Linking attack compatible with IBD matching. Results are computed from 100
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A. Direct linking attack via genealogy database
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B. Indirect linking attack via genealogy database
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Fig. 3. Hypothetical examples of linking gene expression data to genomic data in consumer
genomics database. (A) Bob participated in a research study in 2010, which generated RNA-seq
data. The researcher considered privacy and therefore only released gene expression levels,
depression status, and essential covariates (sex and age). In 2019, Bob took a consumer genetics
test and uploaded his genotype data to a genealogy database to find potential relatives. Now, an
adversary intends to identify individuals with depression. The adversary obtains gene expression
data from public depression studies. The adversary infers genotypes from the gene expression
data and uploads them to a genealogy database. Near-identical DNA (with mismatches due only
to genotype predictions) reveals Bob’s identity and depression status. (B) Alternatively, Bob’s
sister, Lucy, took a genetic test and uploaded her genotype data to a genealogy database. In this
case, the adversary identifies several relatives, including Lucy, in the genealogy database and
reveals Lucy’s brother has depression.
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Materials and Methods

The linking algorithms are described in detail in the Supplementary Notes. Here we
describe how we applied these algorithms to link gene expression, RNA splicing, and DNA
hypersensitive site data to genomic data.

Linking gene expression data to genomic data

We evaluated the ability to link gene expression data to genotype data based on GTEx
data (12). The GTEX tissue-specific gene expression (TPM) data and tissue-specific expression
quantitative trait loci (eQTL) data were downloaded from the GTEX Portal (Analysis V7). The
corresponding genotype data were downloaded from dbGaP (accession number
phs000424.v7.p2). Data from eight tissues (for which both eQTL and sQTL data are available)
and a cell line (EBV-transformed lymphocyte cells) were used in this study. For tissues that have
multiple sub-tissue data in GTEX, we only used the sub-tissues with the most samples. The
tissues involved included lung, muscle, nerve, thyroid, whole blood, skin - sun exposed (lower
leg), adipose - subcutaneous, and heart - atrial appendage. The sample sizes and reported eQTL
numbers of the above tissues and cell line are shown in Table S1.

To meet the assumptions of our linking strategy (see Supplementary Notes) we selected a
subset of independent eQTLs. Specifically, we first selected the best eQTL (variant-gene pair)
with the highest correlation (judged by p-values) for each gene. Next, for eQTLs that share the
same genetic variant, one variant with the lowest p-values was selected. The numbers and
proportions of the resulting independent eQTLs are displayed in Table S1. Next, we conducted
10 permutations for each artificial linking attack using top N eQTLs (N=5, 10, 15, 20, 30, and
50) in each tissue. Each time, the model was trained on half of the data, and the eQTLs were
ranked based on the estimated prediction information. The linking attack was tested on the
remaining data using top ranking eQTLs. Specifically, all the genomes were considered as a
genome library, and each time we predicted the target genome of one gene expression file out of
the genome library. The prediction confidence and prediction information (shown in Fig. 1B)
were calculated as the average of 10 permutations. The posterior probability distributions shown
in Fig. S4D are from a typical example of the 10 permutations.

The linking attack accuracy (linking rate) was assessed in two ways. A correct linkage was
defined as: (1) the corresponding genome of the given gene expression profile as uniquely
identified (that is, the posterior probability of the true genome is higher than those of all other
genomes, and a genome tied for highest posterior probability is not considered to be a correct
linkage); and (2) one where the corresponding genome of the given gene expression profile is
within the top K predictions (rank of true genome <K), and ranks of the tiered genome with the
same posterior probabilities are calculated as the average of the ranks, e.g., the two genomes
holding the tiered highest posterior probabilities will lead to ranks of 1.5. All accuracies are
presented as the mean *standard deviation of the 10 permutations. Using a given set of eQTLs,
the percent ranks at specific percentiles (see Fig. S5 and Supplementary Notes) were illustrated
with skin tissue data. For each genome library size (N=100, 150, and 200), 10 permutations were
conducted: each time, we randomly selected 200 individuals’ data as a training set and N
genomes as the genome library, and carried out a linking attack for the corresponding N gene
expression profiles. The resulting N ranks of the true genomes were further ordered, and
quantiles (10%, 25%, 50%, 75%, and 90%) were calculated, then normalized by genome library
sizes. All data are presented as the mean xstandard deviation of the 10 permutations.



To assess the feasibility of a linking attack in a large population we simulated 1 million
genotype profiles based on genotype frequencies derived from GTEXx data. For each of the 414
skin gene expression profiles, we merged its corresponding genome with the 1 million simulated
genomes to form a genome library containing 1,000,001 genomes; we then trained a model using
the data from the remaining 413 individuals and predicted the target genome of the gene
expression profile. The genome library sizes, in which 50%, 75%, and 90% of individuals can be
identified, are estimated using information theory, which is described in detail in the
Supplementary Note. The linear relationship between logarithm of percent rank (explained in
Fig. S6D) and prediction information was estimated based on the simulation data and was shown
in Table S4.

We conducted another artificial linking attack: linking GEUVADIS gene expression data to
genotype data in the 1000 Genomes Project using a model trained with GTEXx data. The gene
expression values (TPMs) from 462 individuals were downloaded from the Expression Atlas
Database (data updated on May 22, 2019, https://www.ebi.ac.uk/arrayexpress/experiments/E-
GEUV-1/?query=Geuvadis). The genotype data from 2,504 individuals were downloaded from
the 1000 Genomes Project (https://www.internationalgenome.org/data/). 445 samples held both
gene TPM data and genotype data. The RNA-seq data in the GEUVADIS project were derived
from EBV-transformed lymphoblastoid cell lines, and the most similar samples in GTEx data
were EBV-transformed lymphocyte cells, which were used as training data here.

To select a set of independent eQTLs, we first removed eQTLs with genes that did not exist
in the GEUVADIS gene TPM data or with genetic variants that were absent in the 1000
Genomes Project genotyping data. We then selected the top eQTL (variant-gene pair) with the
highest correlation (judged by p-values) for each gene; and top eQTLs were selected among
eQTLs with genes sharing the same genetic variants. The number of the independent QTLs and
its proportion of the original public QTL number is shown in Table S1. These eQTLs were then
evaluated using the 132 gene expression profiles and the corresponding genotype data using the
method described above. 321 powerful QTLs with prediction information over 0.05 bit were
further selected and used to train a model. We applied the model to each of the 445 gene
expression profiles to predict its target genome from a genome library containing 2,504
genomes. The performance was assessed at two levels (see the detailed descriptions above): (1)
the percent uniquely identified and (2) the percent within the top K predictions. The prediction
information in this prediction was calculated as the mutual information between true genotypes
in the 1000 Genomes project and predicted genotypes based on GEUVADIS gene expression
using a trained model from GTEX.

Using a given set of eQTLs, the percent ranks at specific percentiles (see the Supplementary
Notes) were calculated. For each genome library size (N=500, 1,000, 1,500, and 2,000), 10
permutations were conducted using a model trained from GTEX data. For each permutation, we
independently linked 455 expression profiles to a genome in each genome library; for each gene
expression profile, we built a genome library of size N by combining the target genome and
randomly selected N-1genomes out of the remaining 2,503 genomes; the resulting 455 true
genome ranks in each prediction were ordered, and quantiles (10%, 25%, 50%, 75%, and 90%)
were calculated, then normalized by genome library sizes.

Linking splicing data to genotype data
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Splicing QTL (sQTL) data were downloaded from GTEXx Portal (Analysis V3, sQTLseeker
version). The splicing information (named splicing feature) was measured by relative isoform
expression difference (the expression difference of two isoforms from the same gene divided by
the gene expression). The corresponding genotype data were downloaded from dbGaP (accession
number phs000424.v7.p2). We used data from tissues that had reported sQTLs. For tissues with
> 2 subtissue data, we only used the subtissue with most samples. Data from eight tissues were
included in this study, and they consisted of lung, muscle, nerve, thyroid, whole blood, skin - sun
exposed (lower leg), adipose - subcutaneous, and heart - atrial appendage. The sample sizes and
reported sQTL numbers of the above tissues are shown in Table S1. Transcript expression data
for the above tissues were downloaded from the GTEXx Portal (Analysis V7). The splicing feature
for each sQTL was calculated based on transcript expression data. To obtain a set of independent
SQTLs, we selected the top sQTL (variant-splicing feature) with the highest correlation (judged
by p-value) for each gene. No overlapping variants were found for different genes. The resulting
independent sQTL numbers and proportions are displayed in Table S1.

Similar to the gene expression data based linking attack, we conducted 10 permutations for
each artificial linking attack using top N sQTLs (N=5, 10, 15, 20, 30, and 50) in each tissue: each
time, the model was trained on half of the data, and the sQTLs were ranked based on the
estimated prediction information. The linking attack was tested on the remaining data using top
ranking sQTLs. Performance is evaluated the same as it is for gene expression data. The genome
library size, in which re-identification is possible, is estimated in the same way it is for the gene
expression analysis.

Linking DNase hypersensitive site data to genotype data

DNase hypersensitive site data and the corresponding genotype data for 70 individuals in
LCLs (18) were downloaded from
http://eqtl.uchicago.edu/dsQTL data/NORMALIZED_DATA/. The dsQTL data were
downloaded from the GEO database (GSE31388). The “dsQTLTableLong” table, which
provided a list of dsQTLs identified using a 40 kilobase (kb) cis-candidate window around each
100 base pairs test window, was used in this study. It included 8,902 independent dsQTLs (the
dsQTLs with linked genotypes were not reported by the original study (18)). Given the small
sample size, we did not perform an artificial linking attack with half data for training and half
data for prediction. Instead, an artificial linking attack was conducted based on simulation data.
We simulated 1 million genotypes. Each time, a genome from the 70 individuals was merged
with the 1 million simulated genomes to form a genome library; we trained a model using DNase
hypersensitive site and genomic data from the remaining 69 individuals, and predicted the target
genome from the genome library. The performance is evaluated as it is for gene expression data.
The genome library size, in which re-identification is possible, is estimated in the same way it is
for gene expression analysis.

Linking gene expression data to genomics data using IBD matching

Personal genomic data have emerged from consumer genomics companies such as
23andMe, FamilyTreeDNA, AncestryDNA, MyHeritage, and WeGene, and these data in online
genealogy databases can serve as a genome library for a linking attack. Some of these companies
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sequence all possible variants with whole-genome sequencing, but most only genotype a subset
of variants with DNA chips. For example, 23andMe, FamilyTreeDNA, AncestryDNA,
MyHeritage, and WeGene detect 638K (v5), 720K (v2), 650K (v2), 720K, and 1,200K,
respectively, which are less than 3% of all human common single nucleotide polymorphisms
(SNPs) (38 million common SNPs in dbSNP, Build151). Many eQTLs are not genotyped by
consumer genomics companies, which reduces the risk of linking attacks. To quantify the risk of
linking summary functional genomics data to consumer genomics genotype data, we used skin
tissue gene expression data and 23andMe v5 chip genotypes as an example here. A template
23andMe V5 chip result was obtained from the DNA Kit Studio v2.8 (https://dnagenics.com/dna-
kit-studio/), a local tool that implements the searching algorithms used by genealogy databases.
Genetic variants of 73,550 (4.1%) out of 1,772,811 eQTLs are detected by the 23andMe V5 chip.
We selected 9,956 independent SNPs using the method described above. GTEx genotypes for
414 individuals were converted to 23andMe format by removing unused SNPs. We tested the
feasibility of linking gene expression data to 23andMe genotypes with 1 million simulated
genomes, similarly to the simulation analysis described before. The genome library size, in
which re-identification is possible, is estimated similar to the way it is in gene expression
analysis.

However, the consumer genomics data are not fully accessible to an adversary. For
example, a person can submit his or her raw DNA test result from almost any DNA test company
to GEDmatch, a genealogy database containing data from 1.3 million users before the year 2020.
The genotype data are not directly available to the adversary; instead, users can use GEDmatch
custom tools to conduct a search through all GEDmatch genotype data to identify identity-by-
descent (IBD) regions, and determine the familial relationship based on the detected IBD regions
measured by centimorgans (cM). The results, including the matched persons’ information
(name/nickname and email) and the corresponding IBD regions will be returned to the user.

Here we evaluated the risk of uploading predicted genotypes to a genealogy database, e.g.,
GEDmatch, to directly re-identify a person (if the person’s genotype data are in the database) or
indirectly re-identify a person (see if a relative can be identified). We evaluated the number,
heterozygous rate, and accuracy of those variants that we could confidently predict using skin
tissue eQTLs as an example. As the IBD method is utilized for the genealogy search, we also
evaluated its accuracy by taking half-identical predictions into consideration; that is, a predicted
genotype of “A/T” will be considered a match to a true genotype of “T/T,” and a predicted
genotype of “A/A” will also be considered a match to a true genotype of “A/T.” Next, we
evaluated how many of the variants we could predict confidently are also genotyped by
consumer genomics companies. A “consumer genomics variant list” containing 1,785K variants
from 23andMe v5, AncestryDNA v2, and FamilyTree DNA v2 variants were obtained from the
DNA Kit Studio v2.8. Non-SNP variants were first removed from the eQTL variant list. The
overlapping variants between this list and skin eQTLs were determined by SNP coordinates
(GRCh38 genome assembly).

We first conducted local IBD-based linking attacks locally using all the reported eQTLs
(not limited by those sequenced by direct-to-consumer DNA-testing companies). We randomly
selected GTEXx skin tissue data from 100 individuals. We trained Bayesian models for each
eQTL using data from the remaining 314 individuals. For each individual, we selected genotypes
that can be predicted confidently at a half-identical level. Specifically, for a locus, we required
that at least one homozygous genotype probability should be less than 0.01%, that is, we could
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confidently reject one homozygous genotype. For example, consider a locus with three possible
genotypes: A/A, A/T and T/T, where the real genotype is A/A, either A/A or A/T is considered a
match to the real genotype. We would consider this prediction a confident one if we could
confidently reject a genotype of T/T (the probability of the genotype to be T/T is <0.01%). Next,
we compared the predicted genome to the real genome using DNA Kit Studio v2.8. IBD
segments were identified using SNP window size thresholds of 300 and 700 (minimum segment
size = 7cMs and size of mismatch-bunching = 250).

We conducted a proof-of-principle analysis by using the GEDmatch “One-to-One
Autosomal DNA Comparison” tool. We used the tool to compare one genotype profile predicted
from the skin gene expression data with the true genotype profile. The analysis is very similar as
a local analysis and has no additional risks. We contacted GEDmatch in advance to make sure
the example data we used would not be mixed with their searchable library. The files were
immediately removed once the analysis was done.

In practice, we first extracted the predicted genotypes for the top 40,000 eQTL variants in
the consumer genomics variant list mentioned above, ordered by the minimum of the two
posterior probabilities for the homozygous genotypes. GEDmatch accepts datasets with more
than 45,000 variants and the heterozygous rate within a “normal” range. The 40,000 predicted
genotypes showed a heterozygous rate less than 0.1. This is reasonable, as the expression values
from heterozygous genotypes reside in the middle (see Fig. 1A for an example) and are less
likely to have a small posterior probability than those from homozygous genotypes. To have the
heterozygous rates fell in an accepted region, we merged an artificial heterozygous genotype set,
which will always be considered as half-identical, with the 40,000 predicted genotypes to
generate a final predicted genotype profile. The artificial heterozygous loci were designed to
evenly distribute across the human genome and were selected from the consumer genomics
variant list. The first SNP of each chromosome was selected, then the next SNP that was at least
400kb from the first SNP was selected, and that process was repeated iteratively. This dataset
contained 7,078 heterozygous variants. When merging the two genotype data, heterozygous
SNPs that overlapped with the predicted genotypes were removed. The heterozygous rate of the
final predicted genotype profile is 17%. Theoretically, a lower heterozygous rate corresponds to
a lower false negative rate in IBD region detection.

We then compared the predicted genotype file against the true genotype file using the
GEDmatch “One-to-One Autosomal DNA Comparison” tool. For the “One-to-One Autosomal
DNA Comparison” tool, the “Prevent Hard Breaks” option was enabled; the default creates hard
breaks when the distance between SNPs exceeds 500,000 base positions. Comparing the
predicted genotype profile to the real genotype profile detected a total half-identical segment
match of 2,300 cM. Comparing the predicted genotype profile with itself resulted in a total
segment match of 3,055 cM.

Next, to test if a person could be indirectly identified via familial search, we simulated an
“offspring” of this person by randomly selecting one allele from this person and another allele
from another person (another genotype file randomly selected from GTEX genotype data) for
each genotype, then comparing the predicted genotype profile against the “offspring” genotype
profile. The “One-to-One Autosomal DNA Comparison” with the “Prevent Hard Breaks” option
resulted in a total half-identical segment match of >1,400 cM.



Supplementary Text
Linking algorithm

We describe a linking strategy to mimic how an adversary (a genome hacker) gains linkage
information from public omics summary data and genotype data (training data) and uses this
information to link omics summary data and genotype data in two independent databases.

Here we used GTEX data, which contained both genotype data and gene expression data
(Fig. S3) to illustrate how the strategy works. It should be noted that the GTEXx gene expression
data are public at the GTEX portal (https://www.gtexportal.org), but the GTEX genotype data are
under controlled access in dbGaP (dbGaP accession phs000424.v3.p1), therefore they are not
entirely public, so an adversary might not have access to them. However, the adversary could use
other public data to train a linking model, such as GEUVADIS data (14), which contain
corresponding RNA-seq data for genotypes in the 1000 Genomes Project (15). The GTEXx data
contained a larger set of RNA-seq samples, thus here GTEx data were used to provide a more
accurate and more comprehensive estimation of the privacy risks.

The problem can be mathematically described as: given a gene expression profile
containing M gene expression values with eQTLs available (e.g., a specific row in the gene
expression matrix of Fig. S3), e = ey, e,..., em, and a genotype library containing N individuals
(e.g., the genotype matrix of Fig. S3), g = g, g®@,..., g™, can we calculate the posterior
probabilities of a genome to be the biological source of the gene expression values, P(g"|e), for
each individual j? Thus, the genome with the highest probability will be predicted to be the
corresponding genome of the gene expression profile.

The linking strategy is described in detail in the following sessions: (1) inferring a single
genotype, (2) evaluating the information content and prediction confidence of single genotype
inference, and (3) linking attack integrating multiple QTLs.

(1) Inferring a single genotype

The public eQTLs were detected with association analysis, and given the limited sample size
in current studies, only genotypes (SNPs or small indels) with considerably high minor allelic
frequency (MAF) could be identified as QTLs (17). In our strategy, we only consider genotypes
with binary alleles.

We first describe how a single genotype is inferred. It can be mathematically described as
calculating the posterior probabilities, P(G=ti | E=e), where t; (i <3) is the possible genotypes and
e is the observed gene expression value. Since only binary variants (e.g., “A” and “T”) were
considered in this study, the number of possible genotypes for each eQTL should be three (e.g.,
“AIA,” “AIT,” and “T/T”). Given a list of genotypes from N individuals (the j" column in the
genotype matrix of Fig. S3) and a list of the corresponding gene expression values (the j™ column
in the gene expression matrix of Fig. S3), we were able to infer both the genotype frequencies,
P(G=t;), and the gene expression distributions under a certain genotype, P(E|G=t;). We assumed
that P(E|G=ti) followed the Gaussian distribution (Fig. 1A), and its density function could be
presented as:
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where ui and oi can be estimated by the mean and standard deviation of all expression values with
genotype ti. Thus, the posterior probability can be calculated as:

P(E = e|G = t;)PG=t) _ F(tie) @)
ZZP(E = elG = tl)'P((;:tl) o YiF(tpe)

P(G=t|E=¢) =
where

F(t,e) = f(elt) - P(t) ©)

F(t, e) consists of two parts: the first part can be replaced with the density function (Equation 1),
with parameters ui and oi estimated from training data; the second part is the prior distribution,
representing the genotype frequency in a given population, which may be trained globally or from
a specific subpopulation. In practice, the minimum density probability of observing a given
expression under a specific genotype (Equation 1) was set as le-10. This setting reduced the
contribution of single strong eQTLs, but improved the contribution of a large number of weak
eQTLs.

(2) Evaluating the information content and prediction confidence of single genotype
inference (metrics summarized in Table S2)

The power of an eQTL in a linking attack depends on two attributes: (1) how powerful can
the genotype distinguish an individual in a typical population and (2) how accurately the
genotype can be predicted.

To evaluate the first aspect, we studied the information content (IC) of each eQTL, which can
be interpreted as the total amount of information an eQTL contributes to distinguishing an
individual; and can be computed as:

IC(G =1t;) = —log,(G =t;) (4)
Thus, the average information content (or entropy) of a genetic variant can be computed as:

Average IC(G) = =Y, P(G =t;)log, P(G =t;) (5)

Next, we use prediction confidence () to assess how accurately a genotype can be predicted
from a gene expression value. The prediction confidence is estimated with the training data
(Fig. S3). Specifically, it is calculated as the average of the probability of the correct predictions
(posterior probabilities of the true genotype) across all individuals:
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where my is the prediction confidence of the k™ eQTL, and g and ex®) are genotypes and gene
expression values, respectively, as illustrated in Fig. S3.

Based on the definition of prediction confidence, it is obvious that the prediction confidence
is associated with genotype frequencies (Fig. S4B), thus we further defined random prediction
confidence (R), a baseline prediction confidence considering only genotype frequencies, when
expression values are independent of the genotypes. In this scenario, the posterior probability will
be equal to the prior probability. Consequently, the random predictability is a function of genotype
frequency:
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Loss of information content is expected to happen during the prediction. To quantitatively
measure the information content transferred from the true genotypes to the predicted genotypes,
we calculated their mutual information. We call this “prediction information” (Lk) because it is the
information content leaked from a gene expression value.

We first calculated the marginal distributions. The marginal distribution of the true genotype
was exactly the same as the genotype frequencies. The marginal distribution of the predicted
genotypes can be calculated as the average of the accumulated genotype assignment:

P(giler) =+ Ziey P(giler) (8)

The joint distribution of true genotype gp and the predicted genotype gi|ex could be calculated
as:
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where w(gy, gi’) was defined as:

] 1, — (j);
W(gwgko)) - {0 gv * gi(j) 10
) v .

Next, the prediction information from the k™ eQTL could be calculated as:
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(3) Linking attack integrating multiple QTLs

Given an expression profile, e = ey, e2,..., em, and a library of individual genotypes, g, g®@, ...,
g™, how can we calculate the posterior probabilities, P(g%|s), for each individual j?

We simplify this problem with three assumptions:

(1)  All genetic variants are independent. That is, there is no linkage disequilibrium
between any two eQTLSs.

(2)  All gene expression values are independent.

(3) Each expression value is only correlated with the corresponding variant, but not
correlated with other variants.

Based on assumption 1, the joint prior probability can be simplified as:
P(g:7, ..., gu) = TTH=1 P(9n") (12)
Based on assumption 2 and 3, P(e|g®) can be simplified as:
P(ey, ...,emlgi @, ..., g9 =TI, P(enl g1, ..., gu)

= H%:l P(ehlgh(j)) (13)



Finally, the posterior probability that genome j is the corresponding genome, given the
expression profile, can be calculated as:
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where F is the same as Equation 3. In this way, the parameters of each eQTL can be estimated
independently.

Estimation of the genome library size in which re-identification is possible

The accuracy of a linking attack depends on the size of the genome library. We observed
that although a small number of QTLs may not uniquely identify a target genome, the target
genome can be narrowed to a small portion of the genome library (Fig. S4C). We use the
following strategy to quantitatively estimate this portion. In an artificial linking attack, we
independently predicted the target genome of K omics summary profiles out of a genome library
containing N genomes. For each profile, we record the rank of the true genome in our
predictions. The tiered genomes with the same posterior probabilities were assigned the average
of their ranks. We then ordered all the ranks of the K true genomes, and calculated the 10%,
25%, 50%, 75%, and 90% quantiles of the rank, which were further normalized by the genome
library size (divided by N). The resulting value is called “percent rank” (Fig. S5). A percent rank
of 20% calculated at the 90% quantile suggested that 90% percent of the true genomes can be
narrowed to one-fifth of the genome library. We showed that the percent ranks calculated at a
specific quantile are independent of the genome library size (Fig. S6C, D), which provided us a
way to estimate the genome library size in which re-identification is possible. Theoretically, the
percent rank can be estimated using information theory:

Percent rank at 100% quantile = 27* (15)

where, L is the sum of prediction information from all QTLs used in a prediction. That is to say,
given 1 bit information content, all target genomes will be narrowed to half of the genome
library. However, the genome ranking at the tail is statistically very unstable and can be a result
from unanticipated mistakes. Therefore, we estimated several quantiles (10%, 25%, 50%, 75%,
and 90%) instead of all the genomes (100% quantile). We used the following equation to
estimate the percent rank:

Percent rank at certain quantile = a - 270 (16)
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where A=log-a, and a and b are factors reflecting the quantile and additional information loss due
to non-perfect independence between QTLs. For example, genes are known to be co-expressed,
which is not considered in our assumptions. Instead of purely using a theoretical relationship
(Equation 15), we estimated the parameters (a and b) using large simulation data.

The genome library size, in which re-identification is still possible, can be calculated as the
reciprocal of the percent rank at a certain quantile:

1
— (18)
Percent rank at k% quantile

For example, a population size calculated at the 95% percentile implies 95% of the genomes in
that population could be uniquely identified from their corresponding omics summary data.

Population size, in which k% genomes can be identified =

Evidence: Latent risks of summary functional genomics data manifest and increase over time

(1) The risk of linking high level summary data to genomic data (Fig. 4 and Table S6)

It should be noted the risks of linking summary functional genomics data to genomic data
were underestimated in this study, since only a very small proportion of public QTLs (e.g., less
than 1% for gene expression data, Table S6) were utilized. Additionally, more QTLs will be
identified in the future, as (1) larger sample sizes with (2) more diverse population cohorts are
studied and (3) better intermediate phenotype quantification techniques may arise.

For other types of functional genomics data that this study did not analyze in detail, we
qualitatively estimated the risk based on the number of QTLs, even if the thresholds and methods
used to determine a QTL differed between studies.

a. Genomic/genotype data

The first (mixed) human genome was revealed by the Human Genome Project at the
beginning of this century. Genomic privacy was generally not a problem. Several years
later, high-throughput sequencing technologies arose, which significantly reduced the
cost of genome sequencing. Before 2010, only several individual genomes were
generated (19), but in the early and middle 2010s more individual genomes were
sequenced and became fully public (e.g., the 1000 Genomes Project). As a result,
genomic privacy became a theoretical concern, and scientists began to identify
pathways of re-identification (7).

Genomic privacy has become a practical concern only recently. The Golden State
Killer, who committed more than 100 violent crimes in 1970s and 1980s but stopped
committing crimes over the subsequent 30 years, was arrested in April 2018. He was
identified through a search of DNA data (a sample from a crime scene) via the
GEDmatch database. Many other cold cases have been solved since then, and
GEDmatch-based re-identification technology has become a rising star in forensic
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science. This is good news for public security; however, it poses incredible risk to
personal privacy. Erlich et al. later demonstrated that this is a common re-identification
pathway that could be applied to a large population, and that more people will be
affected when the genealogy database collects more data (2,3). The nature of this type
of risk is an indirect linking attack between two genomic datasets.

. Omics read data

Omics reads contain genetic variants, and therefore have a risk similar to that of
genomic/genotype data.

Gene expression data (from either RNA-seq or gene expression array)

Gene expression data calculated from RNA-seq data were generally believed not to
be a risk to privacy before 2010, as gene expression data generated by microarray had
existed for a long time, and no risk had been observed during that period (7). The risk
of linking gene expression data to genotype data was first revealed by Schadt et al. in
2012 (9). They used data from two independent studies (one for liver tissue and another
for adipose tissue) and the overlapping of published eQTLs in both tissues to
demonstrate that the genome of a gene expression profile could be identified in
hundreds of genomes. Most important, they showed that the gene expression data
generated by array data could also be linked to genomes in a similar manner. In 2016,
Harmanci et al. quantitatively studied this risk using data from lymphoblast cells
(GEUVADIS data, with genotype data available in the 1000 Genomes Project) (8). The
risk is estimated to be much lower, which, in our opinion, is mainly because of the
tissue/cell difference. As we showed here, eQTLs in lymphoblast cells are less
powerful than those from tissues (Table S1). Here we systematically evaluated the risk
of linking gene expression data from various tissues to genomic data and showed that
for most tissues the risk is extremely high, as an attack can happen in a world
population.

. Splicing data

Splicing data, such as junction read counts and Percent-Spliced-In (PSI) values for
splicing events, is generally believed to be safe. Our analysis shows that, at least
currently, the risk is lower compared to gene expression and DNase hypersensitive site
data (Fig. S14C-H). However, it still enables a linking attack in a population containing
thousands to millions of individuals. When other quasi-identifiers are involved, this
could be a significant concern.

DNase hypersensitive site data

DNase hypersensitive sites are quite stable across human tissues. Our result, for the
first time, suggests the latent risk is even higher than the well-studied gene expression
data (Fig. S15C-D).

Protein expression data

A recent study reported 16,602 pQTLs for 71 proteins associated with
cardiovascular disease (measured in 6,861 Framingham Heart Study participants) (20).
Considering a total number of 15K to 20K proteins, the total number of pQTLS is
estimated to be 3,500K to 4,680K, which is an even higher number than the total eQTL

12



number from 48 tissues, and much higher than the highest per-tissue eQTL number.
Therefore, we estimate that the risk of linking protein expression data to genomic data
is at least comparable to that of linking gene expression data to genomic data—a
protein expression profile can be linked to a genome from a world population. This risk
will be only activated in the future by studies detecting a larger or a more
comprehensive set of pQTLs.

g. DNA methylation data

Researchers have shown that DNA methylation data can be linked to genomic data
in a small population (N=2,500) (10). A recent study reported 2,907,234 DNA
methylation QTLSs in blood tissues (N=1,175) (21). This is much higher than the
highest per-tissue eQTL number. Therefore, we estimate the risk of linking DNA
methylation data to genomic data is at least as much as that of linking gene expression
data to genomic data. We predict a DNA methylation profile could be linked to a
genome from a world population.

h. Ribosome occupancy data

A recent study reported 939 ribosome occupancy QTLs (rQTLs), together with
2,355 eQTLs in lymphoblastoid cell lines (N=72) (22). However, GTEX reported 278K
eQTLs for lymphocytes. The huge difference in eQTLs discovered between these
studies is due to different sample sizes and thresholds used. However, the number of
rQTLs is ~40% of eQTLs in this study, and from that information we inferred the risk
of linking ribosome occupancy data to genomic data is also substantial. Similar risks in
human tissue data would be activated by future studies.

i. Metabolite data

145 metabolite QTLs have been reported from the study of 529 metabolites profiled
using liquid-phase chromatography and gas chromatography separation coupled with
tandem mass spectrometry in either plasma or serum from 7,824 adult individuals. Only
2.1 million genomic variants were used for the QTL detection (23). This indicates that
the risk for metabolite data might be low.

j. Hi-C contact matrix

A recent study suggested that structural variants (SVs) could be identified from a
Hi-C contact matrix, and therefore could be linked to genomic data (11). However, the
risk has not been quantitatively evaluated.

k. Signal data

A recent study suggested that structural variants (SVs) could be identified from
signal data, such as ChlP-seq and RNA-seq signals, and therefore could be linked to
genomic data (11). However, the risk has not been quantitatively evaluated.

. Other data

The risk of other omics summary data, e.g., RIP-seq binding sites, remains to be
evaluated. Many of them may be at high risk of being linked to genomic data; however,
the risks will lay dormant until they are activated by future biological discovery.
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In addition, new types of technologies measuring new intermediate phenotypes will
also be developed, and with that, new risks may arise.

(2) Risk is activated and further aggravated by consumer genomics

As demonstrated in this study, consumer genomics genealogy databases provide a
practical genome library for a linking attack. The risk will be further aggravated in the
future, since:

i. more individuals’ data will lead to more direct linkages and closer matches;

ii. more variants will be genotyped (already, some companies provide whole-
genome or whole-exome sequencing DNA tests), leading to easier and more accurate
linkages;

iii. advances in consumer genomics analysis will reveal additional risk, e.g., the
Q-match tool, a new “one-to-one” comaparison tool from GEDmatch, shows better
performance than the original GEDmatch IBD detection method when the SNP number
is small (in the example of using one-to-one comparison tool to compare the predicted
genotypes to the true genotypes, 2812 c¢M could be identified; using the Q-match
method ~3,011 cM were identified).

Limitations

1.

2.

In this study, we used GTEX data to illustrate the linking attack. The gene expression data
are publicly available and the corresponding genomic data are in controlled access (in
dbGaP database). An adversary may not be able to access these data and use them to
conduct a linking attack. There are many other data available that can be used for this
purpose (e.g., data from (24)). Most importantly, the amount of such data is increasing
rapidly. Since the generation of the first human genome (Human Genome Project, 2000),
it took ~15 years to expand to thousands of individual genomes (1000 Genome Project,
2015); and today, hundreds of thousands of genomic profiles are generated in academia
(e.g., gnomAD) and millions of genomic profiles are generated by companies. Similarly,
the amount of functional genomics data will increase rapidly. In addition, data from as
few as 100~200 individuals can provide a relatively good model (Table S3), and this
amount of data is not difficult to generate. Therefore, in the near future, training data for
a linking attack should be easy to obtain.

We estimated that gene expression values or DNase hypersensitive sites could be linked
to a genome from a library the size of the world population based on either GTEX data or
data from (18). However, these data are generated mainly from individuals of European
origin, which is not a good representation of the world population. We believe the
statement is still true, for two reasons. First, identifying a genome from many similar
genomes is theoretically more difficult than identifying a genome from the same number
of genomes with divergent subgroups. Practically, an adversary could predict the ancestry
population from the RNA-seq data (25) and then use a population-specific model to link
the gene expression data to a subset of the genomes inferred to be from the same ancestry
population. Second, in this study we just estimated the lower boundary of the linking
capacity based on a very small fraction (e.g., <1% eQTLs for gene expression data).
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3. The DNase hypersensitive site study (18) only released a list of independent dsQTLs,
which enable us to estimate a lower boundary of their linkage capacity to genomic data.
However, we have not been able to use an IBD approach to linked DNase hypersensitive
sites to genomic data in this study, due to the lack of a comprehensive set of genome-
wide QTLs.

4. For our IBD matching approach, we only tested the linkage between a gene expression
profile and the same person’s or their artificial offspring’s genomic data. We were not
able to test the ability to link a gene expression profile to a more distant relative’s
genomic data, limited by the available data. The resolution to identify distant relatives
exceeds that of genome data simulation (considering population structure, real haplotypes
and recombination rates). However, it could be estimated based on the decreasing trend
in the total amount of IBD segments due to either prediction errors or marker density (or
number of markers).
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Fig. S1.

The combination of genomic data and quasi-identifiers revealed the identity of the Golden
State Killer. The police collected DNA from crime scenes in the 1980s. The DNA did not match
any data in DNA databases at that time. They also estimated his age and location. These features
are called quasi-identifiers. The police use quasi-identifiers to solve cases, but they were not
enough in this case, and that is why it remained unsolved for 30 years. In 2018, the police
searched his DNA through the GEDmatch database, a third-party genealogy database containing
consumers’ genetic data. Genetic-testing consumers upload their genotype data to it to find
relatives. The search identified about 20 distant relatives, which inferred a common ancestor who
lived at least 150 years ago. The police worked with a professional genealogist to reconstruct the
whole family. They matched the quasi-identifiers with current family members and identified
two compelling candidates. They collected the DNA from the trash bin of the first candidate and
found it was a perfect match to the criminal’s DNA.
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A. Linking genome to genome
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C. Linking gene expression profile to genome
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D. Linking two datasets increases re-identification risk and reveals private traits
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Fig. S2.

Artificial illustration of linking attacks. A. Linking two genomes from two independent
databases. B. Linking an RNA-seq read profile to a genome in another database. The RNA-seq
reads contain genetic variants, thus can be linked to a genome. C. Linking a gene expression
profile to a genome in another database. Some genotypes can be reliably inferred based on public
expression QTLs, and the inferred genotypes can be utilized to establish the linkage. D. Linking
two datasets not only reveals private traits, it also increases the risk of re-identification. Once it is
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known that the two datasets are from the same person, quasi-identifiers attached to each dataset
can be combined to re-identify a person.
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Expression data

Data used for testing an eQTL-based linking attack. The data includes genotype profiles (left

matrix) and expression profiles (right matrix) corresponding to M eQTLs. M denotes the total
number of eQTLs and N denotes the total number of individuals. For the data points in both

matrices, the superscript indicates individual identity, and the subscript indicates the
corresponding eQTL. For example, data for eQTLk includes a list of genotypes (gk) and a list of

gene expression values (ex).
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Table S7.

Summary of the number of molecular QTLs in representative publications.

QTL type

#QTLs

Year/reference

Comment

eQTLs

3,124,346

2017 (12)

Summarized from dbGaP Accession phs000424.v7.p2,
showing the total number of eQTLs detected from 48
tissues. They cover >85% protein-coding genes and >50%
long intergenic non-coding genes. Per-tissue eQTLs range
from 83K (Brain substantia nigra, N=86) to 1.1 million
(Thyroid, N=437) with a mean of 475K.

sQTLs

16,483

2015 (17)

Summarized from dbGaP Accession phs000424.v3.pl
sQTLSeckeR tests. Per-tissue sQTLs range from 1,418
(Blood, N=156) to 6,718 (Heart, N=108) with a mean of
3,419.

methylation
QTLs

2,907,234

2018 (21)

Blood samples from 1,175 individuals were used for this
study.

metabolite
QTLs

145

2014 (23)

The study sample included a total of 529 metabolites
profiled using liquid-phase chromatography and gas
chromatography separation coupled with tandem mass
spectrometry in either plasma or serum from 7,824 adult
individuals from two European population studies. Only
2.1 million genomic variants were used for the QTL
detection.

pQTLs

16,602

2018 (20)

Only 71 proteins associated with cardiovascular disease
were measured in 6,861 Framingham Heart Study
participants.

rQTLs

939

2015 (22)

Genotypes, ribosome occupancy, mRNA expression, and
protein abundance for 72 Yoruba lymphoblastoid cell lines
(LCLs) were used in this study. 2,355 eQTLs were also
reported in this study.

dsQTLs

8,902

2012 (18)

Genotypes, DNasel hypersensitive sites for 70 Yoruba
lymphoblastoid cell lines (LCLs) were used in this study.
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Extended Data Fig. 7 | Whole genome sequencing confirms potential VD deletions in two individuals diagnosed with isovaleric acidemia initially
missed in exome. In two cases where we performed WGS upon follow up of an exome false negative, we identified large deletions in the associated IVD
gene. The WGS read alignments in the genomic region spanning the IVD is shown on the right for the two cases. The first case had almost no coverage in
the region spanning the first three exons of IVD. The second case had almost no coverage of exon 12 of IVD along with low coverage across the whole gene.
The first case had 11 split reads spanning the deleted region confirming the deletion event of the first three exons.
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Extended Data Fig. 8 | Experimental splicing assay of a potentially pathogenic intronic variant in an exome false negative case. a, In an individual
affected with MCADD, the exome analysis pipeline reported only a single rare nonsynonymous variant. A second rare intronic variant 14 bases from the
splice site (NM_000016.4:¢.388-14A>G) was a suspected pathogenic modification of the branchpoint A nucleotide. b, Diagram of the heterologous
HBB splicing reporter construct containing the wild type ACADM sequence or the ¢.388-14A>G variant. ¢, RT-PCR analysis of reporter transcripts from
wild type or mutant (lanes 1and 2, respectively) reporter plasmids expressed in HEK293T cells (amplicons resolved by 12% PAGE and stained with SYBR
Gold). The two spliced products are shown to the right of the gel image. The experiments were performed three times independently with similar results.
d, Chromatograms corresponding to the sequence spliced junctions between HBB exon 1and the wild type or mutant ACADM exon 6 constructs (left
and right panel, respectively). e, Open reading frame of aberrant ACADM mRNA containing a 13 nt extension of exon 6 (red), resulting in a premature
termination codon (PTC, *). Top, DNA sense strand; middle, predicted polypeptide; bottom, DNA reverse complement.
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Extended Data Fig. 9 | Stratification of IEM-affected and MS/MS false positives by alleles reported by the exome analysis pipeline for NPV estimation
of NPV of exome as a follow-up test after a positive MS/MS screen. For six MS/MS screens (VLCADD, PKU, LCHADD/TFP, IVA, MSUD, and GA-ID),
IEM-affected and MS/MS false positive cases in the NBSeq test set are stratified by the number of alleles reported by the exome analysis pipeline in the
genes associated with those screens.
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Extended Data Fig. 10 | Zygosity distribution of variants reported by the pipeline in relevant gene(s). For each I[EM, bars show the zygosity distribution
of the variants in relevant genes reported by the exome pipeline for the 674 IEM-affected cases from the test set. The numbers of cases correctly identified
by the pipeline are broken down into those that had homozygous variants in relevant gene(s) (dark blue) and those that had two heterozygous variants

in relevant genes(s) (orange). The number of cases that failed to be identified by the pipeline are broken down into those that had one heterozygous
variant in relevant gene(s) (light blue) and those that had no reported variants in the relevant gene(s) (dark red). Left, core IEMs screened by California;
right, secondary/add-on IEMs. IEMs sharing a common causative gene were not distinguished by the exome predictions alone. These included TFP and
LCHADD (blue shading), PKU and hyperphenylalaninemia (pink shading), and the various MMA subtypes (yellow shading).
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Data collection Residual, de-identified newborn dried blood spot samples were obtained from the California Genetic Disease Screening Program (GDSP)
and used to prepare DNA for exome sequencing. The GDSP Screening Information System (SIS) is a custom database of the California
Department of Public Health Information Technology Services Division. It houses all case data for the newborn screening and follow-up
programs. Information available at GDSPAdmins@cdph.ca.gov

Data analysis The 1,416 samples were sequenced in three batches (Batch 1: 188 samples, Batch 2: 411 samples, Batch 3: 817 samples) and the QC
metrics were grouped accordingly. Batches 1 and 2 had paired-end read lengths of 101 bp whereas batch 3 had paired-end read length
of 151 bp. Raw sequences were mapped to the reference genome (v37), using BWA mem algorithm (v0.7.10). Resulting SAM files were
converted to binary format, sorted and lane merged using Picard tools (v1.81). Duplicates were marked in the alignment files with Picard
tools v1.81 (http://broadinstitute.github.io/picard/). Next, realignment around known indels and base quality score recalibration were
performed using GATK toolkit (v3.3). Variants were called using the GATK Haplotype Caller function and the variant scores were
recalibrated with GATK VQSR function. Combined calling was used on all samples. Variants were annotated using Varant (http://
compbio.berkeley.edu/proj/varant/Home.html), a custom tool, as described, with the following public datasets: Gencode (v19), APPRIS
(v24), 1000 Genomes (phase 3), ESP Project (ESP6500SI-V2-SSA137), Exome Aggregation Consortium (EXAC v0.3.1), Combined
Annotation Dependent Depletion (CADD) (v1.3), MetaSVM and MetalR from dbNSFP v3.1a, and dbscSNVv1. Variants previously
associated with disease from HGMD (v2014.1), and those with star ratings for known deleterious variants from ClinVar (ftp://
ftp.ncbi.nim.nih.gov/pub/clinvar/tab_delimited/variant_summary.txt.gz, accessed September 2017) were added to the call set. Copy
number variant (CNV) calls on all 1,190 NBSeq samples were made using XHMM. Using the IGV browser, we further manually inspected
the read alignment, mapping quality and overall coverage in the associated genes in sample BAM files in every exome false negative case
in the validation set. The code and scripts used for the screening analysis of exome data and subsequent assessments are deposited in
GitHub (https://github.com/nbseq1200/NBSeq1200paper)

For manuscripts utilizing custom algorithms or software that are central to the research but not yet described in published literature, software must be made available to editors/reviewers.
We strongly encourage code deposition in a community repository (e.g. GitHub). See the Nature Research guidelines for submitting code & software for further information.
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Data

Policy information about availability of data
All manuscripts must include a data availability statement. This statement should provide the following information, where applicable:

- Accession codes, unique identifiers, or web links for publicly available datasets
- Alist of figures that have associated raw data
- A description of any restrictions on data availability

The de-identified DBS from the California Biobank for this project (SIS request number 496) were obtained with a waiver of consent from the Committee for the
Protection of Human Subjects of the State of California, under project number 14-07-1650, and in compliance with CDPH Biospecimen/Data Use and Confidentiality
Agreement. California blood specimens and any data derived from the newborn screening program are confidential and subject to strict administrative, physical
and technical protections. California law precludes any researcher from sharing blood specimens or uploading individual data derived from these blood specimens
into any genomic data repository. If other researchers desire access to these data, they would need to make a separate application to the California Department of
Public Health. Data in figures 2b and 2c and Extended Data Figs 6,9,10 can be found in Supplemental Table 3.
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Life sciences study design

All studies must disclose on these points even when the disclosure is negative.

Sample size No sample size calculation was performed. The sample size reflects the total number of affected cases in California in the study period, all
false positive cases for a select set of disorders from the well-baby nursery. From the roughly 4.4 million children born in California July 7,
2005, to December 31, 2013, we obtained two de-identified 3.2 mm punches from dried blood spots (DBS) obtained for newborn screening
(NBS) from each of 1,728 newborns. The samples included those from all 1,325 infants screened by tandem mass spectroscopy (MS/MS) who
were subsequently confirmed to have an inborn error of metabolism (IEM), as well samples from 9 cases not identified by MS/MS screening,
but diagnosed clinically. Also included were 394 MS/MS false positive cases selected from 10,011 individuals, for whom MS/MS screening was
positive, but who were ultimately diagnosed as unaffected. All MS/MS false positives from well-baby nurseries for the long-chain fatty acid
oxidation disorders (VLCAD, LCHAD, MADD), and three other IEMs (PKU, MSUD, IVA) were requested to investigate the hypothesis that
genetic variants could underlie the abnormal analytes leading to false positive MS/MS results. We sequenced 1,416 exomes and analyzed
1,190 exomes out of the 1,416 that passed quality control metrics and were phenotypically relevant. This is the largest study to date
addressing the question of exome sequencing for IEMs, and the study was highly powered to provide accurate estimates of sensitivity and
specificity in the test set.

Data exclusions  From the 1,728 de-identified dried blood spots obtained, a random subset of 312 non-Hispanic white and Hispanic cases for SCADD, 3MCC,
and elevated phenylalanine, were excluded due to budget limitations. Of the 1,416 samples sequenced, 200 were further excluded as they
did not meet quality thresholds set for the study, and 26 were excluded as they were affected with disorders not under evaluation in the
current study. Exclusion criteria for the random subset of 312 cases were not pre-established. The quality metrics that resulted in the
exclusion of 200 cases were pre-established. The 26 cases excluded due to the underlying disorder were excluded based on pre-established
criteria.

Replication A validation set was used to design the automated exome analysis pipeline. The automated exome analysis pipeline (Fig. 2a, main paper; code
available at https://github.com/nbseq1200/NBSeq1200paper) was run once on each sample in the NBSeq test set while blinded to any
phenotypic data, reflecting a typical application setting for a primary newborn screen. The clinical team generated a “reviewed diagnosis” key
for all NBSeq study cases based on the strength of evidence for the clinical diagnoses recorded in the GDSP database and recent literature.
This reviewed diagnosis key was used to compare clinical diagnoses with exome predictions. The test set is a replication study of the validation
set results —and the sensitivity and specificity derived from the test set replicated what was found in the validation set. That was the only
replication study performed or needed.

Randomization  We first arbitrarily divided the 1,190 samples into a validation set (178 samples) in which we were unblinded to final diagnosis so as to explore
the robustness of parameter choices in our exome analysis pipeline (data not shown), and a test set (1,012 samples), which was subjected to

the final optimized pipeline only once and whose results are reported here.

Blinding The team developing the analysis pipeline (A.N.A., Y. W. and S.E.B.) were blinded to the test set during pipeline development and assessment.
S.E.B. remains blinded to permit future analyses on this unique dataset.

Reporting for specific materials, systems and methods

We require information from authors about some types of materials, experimental systems and methods used in many studies. Here, indicate whether each material,
system or method listed is relevant to your study. If you are not sure if a list item applies to your research, read the appropriate section before selecting a response.

o]
Q
==
=
=
(D
=
D
wn
D
Q
=
@)
o
=
D
°
©)
3
-]
(o]
(2]
C
3
Q
=
S

8107 120120




Materials & experimental systems Methods

Involved in the study n/a | Involved in the study

[ ] Antibodies X[ ] chip-seq

[] Eukaryotic cell lines X[ ] Flow cytometry

|:| Palaeontology |X| |:| MRI-based neuroimaging

[] Animals and other organisms
|Z| Human research participants

|:| Clinical data

NOXNXNXX &

Human research participants

Policy information about studies involving human research participants

Population characteristics This study employed residual DBS derived from individuals affected by IEMs during an 8.5yr period in the State of California, as
well as all of those who screened positive for 6 IEMs. A random subset of 312 non-Hispanic white and Hispanic cases for SCADD,
3MCC, and elevated phenylalanine were excluded due to budget limitations

Recruitment The NBSeq project used deidentified newborn dried blood spot samples obtained from the California Biobank Program (SIS
Biobank request ID number 496) in compliance with CBP Biospecimen/ Data Use and Confidentiality Agreements. The CBP
contains biospecimen and data resources of the California Department of Public Health’s Genetic Disease Screening Program
(GDSP), which administers the Newborn Screening Program in the state of California. Samples and data are made available to
researchers for approved purposes, including the development and evaluation of screening tests and strategies.

Ethics oversight This study was approved by the California Committee for the Protection of Human Subjects (CPHS), under project number
14-07-1650.

Note that full information on the approval of the study protocol must also be provided in the manuscript.
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