A Real-time Solver for Convex Optimization of
Diffusion Encoding Gradient Waveforms
Michael Loecher, Matthew Middione, Kévin Moulin, Daniel B. Ennis
Abstract
Recent work has demonstrated the usefulness of designing time optimal
gradient waveforms for diffusion encoding, especially when incorporating
gradient moment nulling to mitigate bulk motion artifacts. Prolonged optimization times, however, can limit the useability of these methods. This
work presents a solver fast enough to run in real-time, and investigates
the performance over a range of parameters and tests for convergence.
The solver is able to generate diffusion encoding gradient waveforms with
gradient moment nulling in 5-50 ms, fast enough to permit real-time optimization on the scanner.
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Introduction

Recent work has demonstrated the usefulness of designing time optimal gradient
waveforms for diffusion encoding [1-4]. By using the gradient hardware more efficiently and reducing gradient dead time, diffusion can be encoded with a smaller
temporal footprint, which shortens TE and improves SNR. Additionally, gradients can be optimized to reduce sensitivity to bulk motion [1] and reduce the
effect of nerve stimulation [5], eddy currents [2], or concomitant fields [3]. Analytical solutions exist to subsets of these constraints [4], however accomodating
a wide range of protocols and choices in constraints requires optimization. Optimization techniques in previous work, however, generally require 2-30 minutes
of compute time, limiting their real-world applicability. The purpose of this
work was to demonstrate that diffusion gradients can be optimally
designed in real-time, on the scanner, for on-the-fly protocol design.
Tradeoffs between computation speed and the final gradient waveform designs
are evaluated, and the optimization software is provided.
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Solver

A primal-dual algorithm [6] was used to run the maximization and enforce all
of the constraints (Figure 1A). The optimization was run with two different
maximization functions: on β-value and on b-value. β-value and is directly
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related to b-value1, but maximizing β-value does not necessarily maximize bvalue. To speed up and promote convergence, a step in the optimization is
added to restart and re-weight the descent if a solution was not reached in
a set number of iterations, or if it is converging to a waveform that violates
any of the hard constraints. The solver used for this study is available at
github.com/mloecher/CVXG.
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Methods

Analytic solutions are unavailable, therefore the solver was run on 10,000 random sets of input parameters (Figure 1B) and used to generate waveforms with
either the β-value or b-value maximization cost function. This was done over
a range of gradient raster times (fixed dt) or a fixed vector size N and therefore variable dt. N was used for most comparisons as it is directly related to
compute time, while dt is also affected by TE (dt = TNE ). Compute time was
measured on a standard desktop system (Intel 7700k) for all optimizations and
reported in relation to N and dt. It is expected that a coarser waveform might
not be able to generate as high of a b-value as a finely sampled one. The effect
of N on b-value was evaluated by scaling all b-values from 0 to 1.0, where 1.0
is the b-value generated with the largest N (smallest dt). The effect of N on
the effectiveness of gradient moment nulling was also quantified. The b-value of
waveforms generated with β-value maximization and b-value maximization was
compared for different gradient moment nulling strategies. Additionally, the effect of gradient waveform initialization was tested as a preliminary investigation
of convexity.

4

Results

Figure 2 shows the compute time of the different maximization functions in
relation to N or dt. The experimental computational complexity of β-value
maximization was O(N 1.25 ) and b-value maximization was O(N 1.33 ). All compute times were fast for β-value maximization (<50ms), whereas compute times
were over a second for b-value maximization with N>256. Figure 3A shows that
smaller N leads to waveforms with less than optimal b-value relative to the ‘best’
solution. With N>192, b-values were within 95% of the target b-value. Figure
3C shows the resultant gradient moments where no difference was seen as a function of N. Figure 4A shows that the b-value from both maximization functions
are equivalent for M0 and M1 nulling, but with M1+M2 nulling the b-value
maximization generated higher b-value waveforms for the same encoding duration. Figure 5 shows the result of initializing the optimization with different
input waveforms, where all input waveforms were seen to converge to the same
output.
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Discussion

This work demonstrated a gradient optimization method that can operate fast
enough for on-the-fly calculations. With N=256, solutions can be reached in
under 50ms and within ≈5% of the optimal b-value, giving a good tradeoff
between compute speed and high b-values. The choice of maximization function
appears to have no effect on the waveform design for M0 and M0+M1 nulling,
however, b-value maximization performs better for M0+M1+M2 maximization.
When tested, non-convex behavior was not observed with this solver, however,
it has not been proven that all optimizations are truly convex, nor is it known
with certainty that the solutions are the most time-optimal. Future work aims
to address this with comparisons to known analytical solutions as well as more
brute force techniques. Additionally, similar comparisons and analyses should be
run with other constraints, such as those to limit eddy currents or concomitant
fields.
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Figure 1: A) shows the constraints and maximization functions of the optimization. B) shows the scope of input parameters and optimization settings tested
for each parameter set.
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Figure 2: A) Shows compute times vs. N for the β-value and b-value maximization functions. The dotted line is a least squares fit of the equation y = axb + c,
where the exponential b is reported as the big-O computational complexity.
B) shows a comparison of compute time vs dt. Error bars represent standard
deviation of compute time across all of those waveforms.
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Figure 3: A) Box plots of b-value as a function of N. For more consistent comparison, all values were normalized to the b-value generated with N=1024. B)
Two example gradient waveforms using the same input parameters with different N, and the b-values generated with those waveforms. C) Residual gradient
moments for different moment nulling strategies are effectively independent of
N.
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Figure 4: A) Comparison of the b-value obtained from β-value maximization
and b-value maximization for the same input parameters. Data is separated into
different plots by prescribed moment nulling, and the identity line is shown. B)
Shows gradient waveforms generated with β-value and b-value maximization
for M0 nulling and M0+M1+M2 nulling. b-value and moment progressions are
also plotted, to show the equivalency with M0 nulling, and differences in the
M2 nulled case.
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Figure 5: Left column shows several non-trivial gradient waveforms used to
initialize the optimization and test for convergence. Non-convexity was not observed in the converged gradient waveforms over a wide range of test parameters
other than sign-reversed gradient waveforms (i.e. a flipped waveform for which
the b-value and moments remain exactly the same).
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