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Abstract—Neural interfaces of the future will be used to help
restore lost sensory, motor, and other capabilities. However,
realizing this futuristic promise requires a major leap forward
in how electronic devices interface with the nervous system. Next
generation neural interfaces must support parallel recording
from tens of thousands of electrodes within the form factor
and power budget of a fully implanted device, posing a number
of significant engineering challenges. In this paper, we exploit
sparsity and diversity of neural signals to achieve simultaneous
data compression and channel multiplexing for neural recordings.
The architecture uses wired-OR interactions within an array of
single-slope A/D converters to obtain massively parallel digiti-
zation of neural action potentials. The achieved compression is
lossy but effective at retaining the critical samples belonging to
action potentials, enabling efficient spike sorting and cell type
identification. Simulation results of the architecture using data
obtained from primate retina ex-vivo with a 512-channel electrode
array show average compression rates up to ∼40x while missing
less than 5% of cells. In principle, the techniques presented here
could be used to design interfaces to other parts of the nervous
system.

Index Terms—A/D conversion, Brain-Machine Interfaces,
Compression Algorithm, Neural Interfaces.

I. INTRODUCTION

Multi-channel action potential recording systems are widely
used in neuroscientific studies and emerging clinical applica-
tions collectively known as brain-machine interfaces [1], [2].
While first-generation interfaces had limited electrode counts
of ≤100, present research systems target significantly larger
and denser arrays for single-cell specificity. Fig. 1 shows a
system overview for the processing pipeline of single-cell
resolution brain-machine interfaces (see Appendix for more
details). Spikes generated by neurons are recorded by the
interface and digitally processed to distinguish the spikes
originating in different cells (spike sort), requiring substantial
computation to make sense of the large amount of data cap-
tured at the interface. Cell type identification is performed on
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Fig. 1. System overview of a single-cell resolution brain-machine interface.
Raw data is recorded by a microelectrode array (MEA) connected to a neural
interface and classified into cell types by a spike sorting and a cell sorting
engine. Data volume is maximum at the interface and it reduces as the
computation increases.

the basis of neural response properties, to differentiate neurons
encoding different types of information and thus understand
the neural code at its natural resolution. For example, in
the retina, some cell types respond to an increase in light
intensity (ON response), and others respond to a decrease in
light intensity (OFF response). These cells must be treated
separately to enable an effective retinal interface.

To perform these functions for scientific discovery and
clinical applications, future interfaces must support parallel
recording from tens of thousands of electrodes within the form
factor and power budget of a fully implanted device. However,
meeting these requirements poses a number of significant
engineering challenges [3]. Assuming N2 = 100,000 channels
and a heat dissipation limit of 10 mW, the per-channel power
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budget is only 100 nW. Even if this was achievable for the
A/D interface, moving the immense amount of data on-chip
and transmitting it off-chip would be a major hurdle (e.g.,
10 bits x 20 kS/s x 100,000 = 20 Gb/s). Due to both of
these issues, today’s large-scale interfaces are limited to sub-
array digitization. For example, a leading large-scale electrode
array technology [4] has 59,760 electrodes, but only 2,048 are
simultaneously addressable for recording.

Researchers have investigated a wide range of options to
address these challenges. In applications that require only
binary spike train information, large power and data reductions
are possible via on-chip thresholding [5], [6], [7]. However,
this precludes off-chip spike sorting and thus resolving the
spikes originating in different cells of different types. To
achieve data reduction without sacrificing such information,
on-chip spike sorting [8] and compression [9], [10], [11] have
been considered. However, these techniques do not alleviate
the issues with massive multiplexing and digitization at the
front-end. Analog spatial compressive sensing techniques [12],
[13] compress the signal before digitization, but require larger
complexity in the analog front end to perform analog product-
sum circuits. Other efforts [14], [15], [16] aim to improve the
efficiency of active analog multiplexing, but do not address
the post-digitization data deluge. An intriguing technique in
which both multiplexing and compression occur simultane-
ously via analog channel superposition was suggested in [17].
However, the scalability of this approach is limited by the
noise summation of the superimposed channels. In this paper,
we exploit the spatio-temporal sparsity of the neural signal
to design an architecture that provides both multiplexing and
compression in the mixed-signal domain. The architecture is
scalable to a large number of channels (�1,000), enabling the
next generation of neural interfaces.

Section II describes the main assumptions and observations
that underpin this work. Section III introduces thee architec-
ture, which integrates the comparator of a single-slope ADC
within each active pixel. The compression occurs through
a digital wired-OR competition between comparators in the
same rows/columns and avoids the analog noise summation
issue of [17]. Section IV discusses suitable encoding and
decoding options for the wired-OR array. Section V presents
simulation results using ex-vivo experimental data from the
primate retina. These results are discussed further in Section
VI. We observe average compression rates up to ∼40x while
missing less than 5% of the cells for reconstructed neural
populations across three different experiments in the primate
retina.

This paper is an extension of [18]. In addition to cell
reconstruction, spike recovery and robustness to offset in the
recording channels are studied. Finally, the architecture is val-
idated against retina-to-retina variations, using three different
datasets collected over the course of several years.

II. ASSUMPTIONS AND OBSERVATIONS

As discussed above, spike identification and sorting rely
on recorded voltage waveforms produced by spikes. Usually,
the waveforms that exceed a threshold voltage (see inset in
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Fig. 2. (a) Raw data from a single electrode. (b) Probability mass function and
(c) cumulative distribution function of 100,000 samples from 512 electrodes
after offset removal. (d) Histogram of channels within the same digital code for
spike and baseline samples (±4σn window, average over 100,000 samples).
For this example, σn ∼17.5 µVrms and the quantizer least significant bit is
LSB∼3.5 µV. The baseline window spans ∼20 LSBs.

Fig. 2(a)) are identified and projected into a low-dimensional
subspace for clustering of waveforms arising from different
neurons [20], [21]. However, because the rate of spikes emitted
by neurons (∼1-200 Hz) is low relative to the sampling
frequency required to capture the spike waveforms (tens of
kS/s), and because each spike is very brief (∼ 1 ms), a readout
strategy that digitizes only the samples that are important
for reconstructing the spike waveforms could lead to high
compression rates.

While it is difficult to formulate an exact criterion for
selecting the input samples that are most useful for spike
sorting, our work is based on the conjecture that samples
outside the baseline noise window (±k × σn, where k is
a design-mediated constant and σn is the noise standard
deviation) are the most important for spike identification and
sorting. We refer to these samples informally as spike samples,
and the remaining samples as baseline samples. We note that
there still may be samples belonging to a true spike within the
baseline noise window. However, the assumption is that these
samples are much less important for spike identification and
sorting than the larger spike samples.

Sparsity in the occurrence of spike samples implies that
they make up only a small portion of the signal’s probability
mass. This is illustrated in Figs. 2(b)-(c), which show the
probability mass function (PMF) and cumulative distribution
function (CDF) of experimental data from a 16x32 electrode
array [22], [23]. The PMF peaks near zero and shows a long
tail due to the sparse spike activity (a normal distribution
with the same standard deviation is plotted to contrast it
with the signal PMF). Under our assumption, if we assume
k = 4, we only need to record about 2.2% of the samples
to perform spike sorting. It should therefore be possible to
achieve compression rates on the order of 45x by discarding
unwanted baseline samples.
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Fig. 3. (a) CMOS image sensor readout concept of [19] and 2x2 example. (b) Conditioning circuit and timing diagram for a conventional single-slope ADC
for single channel. (c) Modified architecture with wired-OR readout and 2x2 example. Input signal conditioning circuit (amplifier, filter, track and hold) is
omitted for simplicity in (a) and (c).

Let us refer to a channel carrying a spike sample as a
spike channel, and to a channel carrying a baseline sample
as a baseline channel. The same channel can be a spike
channel for one time sample, and a baseline channel for a
different time sample. Time sparsity implies that at any given
sample time, the number of spike channels is small. Moreover,
we observe that for a given sample time the probability of
multiple spike channels having the same digital code (after
A/D conversion) is low. This is not true for baseline channels.
We refer to this as amplitude diversity in the spike channels.
Fig. 2(d) illustrates these observations empirically for k = 4.
The architecture suggested in this paper uses the amplitude
diversity property, namely that spike channels rarely carry the
same digital code, to integrate multiplexing and compression
within the array circuitry, and without expending extra com-
pute energy to separate baseline samples from spike samples
(see next section). The amplitude diversity observation, which
is crucial for the architecture, should hold if the electrode
density is not significantly larger than the cell density, and
spiking activity is reasonably uncorrelated in nearby cells.
While the first assumption is really a design consideration,
the second assumption is a property of the biology. Results
presented in [24] show some correlation in spiking activity of
nearby cells in the primate retina, with data very similar to
the data analyzed in this paper. However, even under these
conditions, the amplitude diversity observation holds at the

fine time scales considered. This is because the spikes of
correlated cells are centered on different channels, and because
correlations between neurons are primarily at time scales of a
few milliseconds (much larger than our sampling period of 50
µs). For both of these reasons, correlated firing in general does
not produce an identical signal on nearby channels at the same
time sample, and the amplitude diversity observation holds.

III. READOUT ARCHITECTURE

Conceptually, a multi-channel neural readout is similar to a
digital CMOS image sensor (CIS), which digitizes each of its
pixels within a single frame. However, while the pixel count
of a CIS can be very large (typically millions), the frame
rate is usually much lower than the required sample rate for
neural signals (tens of frames/s vs. ∼20 kS/s). Our design was
inspired by an exceptionally fast CIS that operates at 10,000
frames/s [19] (see Fig. 3(a)). In this architecture, the digiti-
zation is based on the single-slope A/D conversion principle,
see Fig. 3(b). The sampled input voltage is compared to a
ramp signal. When the ramp crosses the input, the comparator
latches a B-bit counter state to perform a voltage-to-time
conversion. At the end of each ramp cycle, the latch data is
read and the ramp is reset for the next sample. The ramp
step is equivalent to the ADCs least significant bit (LSB) and
the ramp range defines the ADCs full-scale range. The ADCs
internal clock runs at (Ns+2B)fS , where Ns is the number of
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Fig. 4. (a) Distribution of information during ramp cycle for single channel and multiple samples. (b) Distribution of information during ramp cycle for
single sample and multiple channels with selected examples at the bottom from the uniformly sampled values. (c) Illustration of wired-OR signal scenarios at
three different ramp steps for sample n in (b): no collision, small collision and massive collision. Channel coordinates on the left in (b) correspond to array
coordinates in (c). Additional colliding channels during massive collisions are not shown to limit the diagram size.

clock periods allocated for sampling, 2B are the number of
ramp steps and fs is the sampling frequency. In multi-channel
arrays, the counter and the ramp generator are usually globally
shared, and the data is read from the distributed memories one
row at a time.

While this architecture can achieve fast and relatively ef-
ficient array digitization, its power dissipation is dominated
by the cost of distributing the counter state and reading
out the digital bits from each location (the aggregate data
rate is on the order of Gb/s for high channel-count). We
eliminate this bottleneck by combining the comparator outputs
through wired-OR connections, see Fig. 3(c). The horizontal
and vertical wire states are sensed by peripheral readout
circuits at each ramp value and are passed to a decoder.
The focus of this work is on the effect of the wired-OR
digitization of the neural signal and the subsequent processing
pipeline, while discussions on the conditioning circuit are
beyond the scope of this paper. An effective compressive
architecture that addresses the data deluge problem will be
limited by the neural amplifier power consumption. State-of-
the-art neural amplifiers achieve the required specifications for
recording action potentials with sub-µW power consumptions
[25], [26]. This will allow scaling neural interfaces up to
∼1,000-10,000 channels before the neural amplifier power
consumption becomes a problem.

Fig. 4 illustrates the main concept behind the suggested

architecture. Fig. 4(a) shows the projection of samples from a
spike onto the global ramp signal. Blue dots represent spike
samples that sparsely map to the extremes of the ramp. Red
dots are baseline samples, which convey little information but
constitute the majority of the samples. Fig. 4(b) illustrates the
same concept for a few sample time examples and across an
ensemble of channels. For any given sample time, most of the
channels will be around the baseline and only very few will
carry spike samples. In summary, Fig. 4(c) illustrates an array
configuration for sample n with three different scenarios in
this readout scheme: no collision, small collision and massive
collision. The channels values are depicted in the array and
three ramp steps are shown to illustrate the different possible
scenarios (for reference, a 4-bit ramp is shown on the top).
If only one comparator within the array triggers for a given
ramp value, then the location of this comparator and thus the
associated A/D conversion value can be uniquely determined.
However, if multiple comparators trigger simultaneously, then
there is no unique decoding solution. We refer to the latter situ-
ation as a collision. In addition to the collision-free case (t=-7),
we distinguish between a small collision (t=-1), in which a few
comparators are triggered at the same time, and a massive
collision (t=0), in which many comparators are triggered
at the same time. By construction, this architecture achieves
data compression by discarding baseline samples that cause
collisions. An optimal design should maximize collision events
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for baseline samples (maximum compression) and collision-
free events for spike samples (maximum performance).

The probability and severity of a collision depends on the
signal distribution. Hence, the reader should note that the
effective baseline window (represented by k in Section 2) is
not a design parameter. Instead, it is implicitly defined at each
sample from the input statistics. From Fig. 2(c), we know that
the neural signals spend most of their time near the baseline.
Thus, a massive collision likely occurs for ramp values around
zero (red dots in Fig. 4), which do not correspond to useful
information (no spike activity).

It is important to note that the wired-OR scheme will
perform well only if the offset between channels is small with
respect to the quantization step. This imposes an important, but
manageable constraint for the circuit implementation. Fig. 5
illustrates how the effective signal PMF broadens for different
offset standard deviations. A wider PMF will widen the band
in which baseline samples occur and increase the collision rate
for spike samples. As we will show later, the performance does
not drop significantly as long as the offset standard deviation
is kept below 10 µVrms. A residual offset of this magnitude
or smaller is achievable using techniques like chopping and
correlated double sampling [27], [28], [29].

IV. ENCODING AND DECODING STRATEGIES

Fig. 6 shows a conceptual system block diagram and high-
lights hardware-software partitioning. This section elaborates
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Fig. 7. Examples of reconstructed spikes for (a) 10 bit 1 wire, (b) 8 bit 1
wire, (c) 8 bit 4 wire.

on the encoding, decoding and reconstruction strategies, cor-
responding to the blocks as shown in Fig. 6. More specifically,
it discusses how the spikes can be reconstructed from the
row and column signals of the array, and it also investigates
the benefits of employing multiple wires per row/column.
The most basic decoder takes only collision-free samples to
reconstruct the spike waveforms and discards all other data.
Fig. 7(a) illustrates an example that shows the kept points
using blue markers. As explained in Section II, we almost
always recover spike samples and miss only the baseline
samples. Missing samples due to collisions are initially set
to zero and subsequently reconstructed using a 3-tap non-
causal finite impulse response (FIR) filter (orange curve) with
coefficients b−1 = 0.5, b0 = 0, b+1 = 0.5. This filter operates
in the time domain and makes the assumption that the missing
sample can be approximated as the average of the previous and
the next samples. Future work will explore more elaborate
reconstruction filters that leverage prior information about the
neural signal.

Figs. 7(a)-(b) show a comparison between the original and
the reconstructed data for 10 and 8 bits. As expected, reduced
resolution leads to an increased number of collisions and
additional waveform distortion. Compression is achieved by
outputting only the address (dlog2(Nrow) + log2(Ncol)e) of
the collision-free channels and reconstructing the data off-
chip. Here, Nrow and Ncol are the number of rows and
columns in the array (16x32 in this paper). The resulting
data rate depends on the rate of collision-free channels per
sample, αcf (see further discussion below). All experiments
described in the remainder of this paper are based on this
basic decoding/reconstruction paradigm and more advanced
schemes are left for future work.

Beyond their amplitude distribution, another important met-
ric of the neural signals is their spatial correlation. Fig. 8(a)
depicts the correlation matrix for channel (6, 19), showing
significant correlation with adjacent electrodes. As a result,
collisions are likely to happen due to nearby comparators
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triggering at the same time. Encoding the comparator outputs
onto different row and column wires for adjacent channels
rejects this correlation and reduces the number of collisions
(Fig. 8(b)). The incurred cost of extra digital wires is minimal
for scaled CMOS technologies, as long as the wire count
is kept significantly smaller than the number of electrodes.
Effectively, multiple wires per row/column split the array into
multiple sub-arrays generating multiple encoding levels (two-
level example in Fig. 8(b)). Here, we limit our analysis to 2,
4 and 8 wires per row/column. Figs. 7(b)-(c) show waveforms
for decoded data with single-wire and four-wire encoding at
8-bit resolution. Four-wire encoding reduces the number of
collisions and the waveform distortion, at the cost of reducing
the compression rate. The data rate is

R = dlog2(Nrow/W ) + log2(Ncol)eαcf,W fs (1)

where Nrow and Ncol are defined above , W is the number
of wires per row/column, αcf,W > αcf (for W >1) is
the total rate of collision-free channels per sample and fs
is the sampling frequency. The channels are connected to
the additional wires such that rows are interleaved in the
encoding strategy. Hence, rows can be addressed with only
dlog2(Nrow/W )e bits (see Fig. 8(b)).

We envision multi-wire encoding and sub-array partitioning
(multiple arrays processed independently) as the main path to-
wards scaling this architecture beyond 512 channels. Similarly
to memory banking, the optimal design point will trade off
control and array complexity to minimize power consumption.

V. SIMULATION RESULTS WITH RECORDED DATA

To evaluate the suggested scheme, we use 512-channel data
recorded from ex-vivo experiments with a primate retina [22],
[23]. For the purpose of our study, we emulate the array

Multichannel 
Raw Data

Automatic 
Spike Sorting

Manual Cell 
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Ground-Truth 
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Simulation of wOR
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Raw Data

Modified 
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Spike Sorting
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Mosaics

Ground Truth 
Data Processing 

Pipeline [22] 

Modified 
Data Processing 

Pipeline

Fig. 9. Block diagram of the data processing pipeline used to generate
the simulation results. More details about the data processing pipeline are
provided in the Appendix.

digitization process described in the previous section (with
ramp resolutions of 6-10 bits) by re-processing the recorded
data in software. The behavioral model used here includes
the re-quantization and the wired-OR readout strategy. It
simulates the collision scenarios as described in Fig. 4 and
decodes the data according to the techniques described in
Section IV. Fig. 9 shows the block diagram describing the
software pipeline used to generate the simulation results. More
details about the data processing pipelines (as in [22] and the
corresponding modifications) are provided in the Appendix.
Note that for simplicity we use one standard spike sorting
method (proprietary software called Vision, described in [22]),
rather than attempt to optimize spike sorting; see [20], [21],
[30] for recent reviews of spike sorting techniques.

To assess the deviation of the reconstruction from the
original spike waveforms in the raw data, Fig. 10 shows
the normalized mean squared error (NMSE) for different
array configurations. All analyses are done on three different
datasets (A, B, C) collected over the course of several years
from two different experimental rigs (see Appendix for further
details). The error in Fig. 10 is calculated against the original
raw data at 10 bits of resolution. Note, however, that this
metric may have little relevance for the actual problem to be
solved - identification of cells and spikes - which depends
not on reconstructing the entire waveform sample-by-sample,
but on detecting individual spikes and distinguishing their
waveforms. We therefore focus next on metrics that more
accurately capture the performance of the end-to-end system.

To study our ability to infer the structure of the underlying
biology, we compute the cell classification performance for
ON and OFF parasol cells and fraction of spikes recovered
as our main metrics of interest. Fig. 11 shows the number
of missed cells per electrode as a function of the number
of bits and wire configuration for all three datasets. Similar
results are achieved across multiple retina samples recorded
from different experimental setups. Here, the spike detector’s
threshold was swept for each dataset using the 10-bit 1-wire
configuration. The optimal values were then used for all the
configurations in Fig. 11. However, we note that the optimal
threshold is different for different configurations within the
same dataset (see Appendix for more details).

The receptive fields (RFs) of cells of each type in the retina
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Fig. 10. Normalized mean squared error as a function of the number of bits
and wire configuration for all datasets.

1w 2w 4w 8w
0

0.005

0.01

0.015

1w 2w 4w 8w
0

0.005

0.01

0.015

1w 2w 4w 8w
0

0.005

0.01

0.015

0.02

1w 2w 4w 8w
0

0.01

0.02

0.03

0.04

1w 2w 4w 8w
0

0.01

0.02

0.03

0.04

1w 2w 4w 8w
0

0.02

0.04

0.06

0.08

Dataset A: 114 ON parasol - 148 OFF parasol
Dataset B:   96 ON parasol -   77 OFF parasol
Dataset C: 118 ON parasol - 143 OFF parasol

M
is

se
d 

C
el

ls
pe

r E
le

ct
ro

de
M

is
se

d 
C

el
ls

pe
r E

le
ct

ro
de

ON Parasol

OFF Parasol

6 bit10 bit 8 bit

6 bit10 bit 8 bit

Fig. 11. Missed cells (ON and OFF parasol) per electrode (512 electrodes) as
a function of the number of bits and wire configuration for all datasets.

form a uniform lattice, or mosaic, which makes it possible to
determine whether the recording has completely captured the
population of cells of that type in a given retina. For illustrative
purposes, Fig. 12 shows an OFF parasol mosaic from dataset
A with >90% coverage (red dashed RFs are missed cells),
which is an acceptable outcome for our application.

Fig. 13 shows the achieved average compression rate (CR).
The CR is calculated relative to a conventional architecture
for each bit resolution (B), CR = NrowNcolBfs/R, where
R is defined in (1). As the bit resolution and wire complex-
ity increase, the mosaic coverage improves and approaches

Detected Cell

Missed Cell

OFF Parasol Mosaic - 8 bit / 1 wire

Fig. 12. Mosaic for OFF parasol cells in dataset A with 90% coverage (red
dashed RFs are missed cells).
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configuration for all datasets.

the reference case for 10 bits, while the compression rate
decreases. This observation applies to all studied datasets.
Dataset C was recorded in a different experimental rig than
datasets A and B. Both systems are functionally identical, but
the gain settings are different. As a result, the quantizer’s least
significant bit (LSB) size for datasets A and B is LSBA,B

= ∼3.6 µV, while for dataset C it is LSBC = ∼1.2 µV.
A smaller LSB size increases the chances of solving small
collisions (there are more quantization levels of the ramp per
given voltage range), but reduces the compression rate. This
is clearly visible for dataset C in Fig. 13.

Fig. 14 shows the fraction of spikes recovered for different
bit resolutions and wire configurations for each dataset. Spike
recovery higher than 90% with compression rates of more
than an order of magnitude are achieved for datasets A and B.
Dataset C achieves spike recovery higher than 80% for all but
one configuration (6 bit and 1 wire).
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Fig. 16. Discussion panel for investigating the reasons for missed cells. (a) Distribution of the peak spike amplitude for all the cells from the original dataset
(green), missed cells below mean spike amplitude (blue), and missed cells above mean spike amplitude (red) for a selected array configuration. (b) Distribution
of the spike rate for all the cells from the original dataset (green), missed cells below mean spike amplitude (blue), and missed cells above mean spike amplitude
(red) for a selected array configuration. Selected configurations for (a) and (b) are (A: 6 bit 1 wire), (B: 8 bit 2 wire), (C: 8 bit 1 wire). Collision interval
was calculated over 10,000 samples.

VI. DISCUSSION

A. Collision Interval

In this section, we re-visit the initial observations from
Fig. 2 and introduce the collision interval as a proxy metric
for the readout’s expected performance. The collision interval
per sample represents the range of ramp steps for which more
than one channel has the same digital code, representing a
collision. Note that it will have a different value at each sample
time. The average collision interval over 10,000 samples is
used for the following discussion. For brevity, we will refer
to the average collision interval as the collision interval. For
multiwire configurations, one collision interval is calculated
for each encoding level and the average collision interval

over all levels is reported. The collision interval effectively
proxies the baseline window introduced in Section II. For
example, for dataset A and 10 bit 1 wire configuration, a
collision interval of ∼150µV is observed which corresponds
to an equivalent average k of ∼4.2. Note that in the described
wired-OR architecture, the collision interval is never used
in the signal processing pipeline. Instead, it is a conceptual
parameter that depends on the statistics of the input signal
and the array configuration; and helps us think about why the
architecture works.

Fig. 15 shows how the collision interval tracks across differ-
ent datasets, both for compression rate and mosaic reconstruc-
tion. Larger collision intervals increase the compression rate
and decrease mosaic completeness (for a given bit resolution).
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Fig. 18. Discussion panel for offset-related performance degradation. All datasets and two target configurations (8 bit 1 wire and 8 bit 2 wire) were studied.
(a) Collision interval for different offsets in the recording array. The offset for each channel was selected from a Gaussian distribution with identical standard
deviation for all channels. (b) Extra number of missed cells per electrode when an offset with a standard deviation of 10µV was added. 50 Monte Carlo
simulations were run for both (a) and (b).

Given the same collision interval, mosaic completeness is
different for different bit resolutions. This is expected, as lower
resolution usually implies lower information content.

B. Statistics of Missed Cells

Fig. 16(a-b) explores the statistics of the missed cells.
Intuitively, low-amplitude spikes should be harder to recover
as they are likely to fall within the collision interval. Fig. 16(a)
plots the distribution of the peak spike amplitude for all the
cells from the original dataset (green), the missed cells below
mean spike amplitude (blue), and the missed cells above mean
spike amplitude (red) for a selected array configuration for
each dataset. As expected, the majority of missed cells present
low spike amplitude (blue distribution). However, there exist

cells with relatively large spike amplitude (red distribution)
that cannot be recovered by the described architecture. Fig.
16(b) shows that the missed cells with high-amplitude spikes
tend to arise from cells with low spike rates. The suggested
architecture deals with each spike independently, therefore, a
dependence on spike rate per se is not an expected property
of the architecture, but instead likely reflects the statistical
properties of the spike sorting algorithm. The spike rate de-
pendence could in principle be overcome by longer recording
times. In addition, although the spike sorting approach used
here is typical of modern methods, other approaches are still
being developed [21], [20] and may be less sensitive to spike
rate. Selected configurations for each dataset are (A: 6 bit 1
wire), (B: 8 bit 2 wire), (C: 8 bit 1 wire).
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C. Pareto Frontiers

In summary, Fig. 17 shows performance tradeoffs (com-
pression as a function of mosaic coverage and recovered
spike rate). Data points are average values over datasets from
Figs. 11, 13 and 14. A Pareto frontier for the analyzed array
configurations is also plotted in Fig. 17. As expected, 10 bit
8 wire (maximum performance) and 6 bit 1 wire (maximum
compression) lie on all three Pareto frontiers. However, both
of these configurations are unbalanced design points. There
are only two other array configurations that lie on all three
Pareto frontiers: 8 bit 1 wire and 8 bit 2 wire. Both of
these configurations present a balanced design point in terms
of compression and performance. Based on this study, our
future hardware implementation will likely use these array
configurations.

D. Offset Analysis

As a final step in our investigation, we used the collision
interval also as a proxy for performance degradation due to
offset for the two most attractive configurations (8 bit 1 wire
and 8 bit 2 wire). Fig. 18(a) shows the collision interval for
different offsets in the recording array for all three datasets.
Here, the offset for each channel was selected from a Gaussian
distribution (identical standard deviation for all channels). As
the offset becomes significantly larger than the quantizer’s
LSB size, the collision interval starts to increase and a drop in
performance is expected. Fig. 18(b) shows the extra number
of missed cells per electrode when an offset with a standard
deviation of 10 µV is added. The performance drop is minimal,
as predicted by the minimal change in the collision interval.
50 Monte Carlo simulations were run for both experiments in
Fig. 18.

E. Future Work

Although our experiments are based on a 512-electrode
array, the scheme will extend to larger arrays through sub-
partitioning (an extension of the discussed multi-wire en-
coding). In addition to scaling to larger arrays, future work
toward IC prototypes will focus on alternative decoding and
reconstruction strategies and on maintaining small offsets
between the baselines of different channels. Transistor level
simulations will allow for accurate estimation of the power
and area consumption for the described architecture.

An important aspect discussed in Section II is that the
amplitude diversity observation depends on the statistical char-
acteristics of the input signal and is crucial for the performance
of the described architecture. The input signal statistics depend
heavily on the cell-electrode alignment, which varies from
cell to cell and experiment to experiment, and is not known
a priori. In this paper, we analyzed hundreds of cells and
multiple datasets to to account for the effect of alignment
on performance, but a more systematic study of variation
across cells or experiments could be performed. Also, future
work will focus on the implementation of a reconfigurable
architecture to reduce the sensitivity to alignment, by rewiring
itself to maximize performance.
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data processing.

VII. CONCLUSIONS

We have presented a data-compressive readout strategy for
the large-scale digitization of neural action potentials. The
strategy exploits the sparsity and diversity of neural signals,
through a wired-OR competition between single-slope ADCs.
This design substantially reduces bandwidth requirements rel-
ative to traditional designs, and maintains sufficient perfor-
mance for a representative application in retina cell mapping.
The approach may be useful for other types of sensor arrays
with sparse signal activity.

APPENDIX

This appendix provides additional information about ex-
perimental methods. To evaluate the proposed scheme, we
use 512-channel recordings from primate retina ex-vivo [22],
[23]. Each channel is digitized at 20 kS/s with 10 bits of
resolution (post offset removal) and has an input-referred noise
of ∼7.5 µVrms in a 0.3-5 kHz bandwidth. Fig. 19(a) shows
the experimental setup and the data processing pipeline. A
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live retina is placed on top of the 16x32 electrode array, and a
movie displayed on a computer screen is focused on the retina.
The spikes generated in retinal ganglion cells (output neurons
of the retina) are recorded and digitally processed after offset
removal. In addition to spike sorting, the visual receptive field
of each neuron is calculated by correlating the images focused
on the retina with the spiking activity of the neuron (see Fig.
19(b)). Neurons can be further classified into different cell
types based on their temporal response properties and their
receptive fields. The receptive fields of a single cell type form
a mosaic that covers the entire region of retina [31], [32]. The
entire processing pipeline is described in Fig. 19(c).

A critical step in our simulation pipeline is the spike sorting
algorithm. Here, we used a spike sorter developed for previous
work [22]. First, spikes in the raw data are found by per-
channel signal thresholding, where the threshold is set at Nth

times the standard deviation of the given channel. Second,
principal components analysis (PCA) is performed on the
raw spike waveforms. Spikes are then projected onto the first
five principal components and clustered using an expectation-
maximization algorithm. Finally, the spike sorter removes
neurons that exhibit refractory period violations or unusually
low firing rates.

After spike sorting, cell classification is usually performed
manually using the measured receptive field properties of the
identified neurons. This step is time consuming. In order to an-
alyze a large number of datasets and different array configura-
tions, an automatic cell classification algorithm was developed.
For each dataset, the algorithm compares unclassified neurons
with neurons classified manually by humans (ground-truth)
based on their temporal response properties and receptive
fields. In this way, only one manual classification is performed
per dataset. The output of the automatic cell classifier was
compared against manual classification for several randomly-
selected cases, and the error in classification always remained
confined to ±3 cells (false positive and false negative) per cell
type.

Note that spike sorting, an analysis step that precedes all
of the above, is not perfect. In fact, significant variation
is observed in the number of putative cells found when
processing five non-overlapping six-minute recordings on the
same retinal tissue (i.e. for each dataset). An average standard
deviation of ∼1.5 cells was observed.

For calculating the fraction of spikes recovered we com-
pared the times of recorded spikes, allowing for ±0.5 ms
mismatch, which is shorter than the refractory period. Spike
rate was reported only for a subset of cells that were identified
with confidence, using the above mentioned automatic cell
type classification algorithm.

Cell classification performance strongly depends on Nth, a
hyper-parameter used by the spike sorting algorithm during
spike detection (see Fig. 20). Here, Nth was swept for each
dataset using the 10 bit 1 wire configuration. The optimal value
was then used for all the configurations in Fig. 11. However,
the optimal Nth was somewhat different for different config-
urations within the same dataset, therefore, future work could
optimize Nth for each configuration individually. Alternatively,
other spike sorting techniques which do not rely on Nth can
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Fig. 20. Optimal OFF parasol cell classification as a function of the spike
detector hyper parameter Nth for two different configurations in dataset A.

be analyzed, see [20], [21], [30].
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