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Genomics - Problem Set 3 
Part 1 due Friday, 2/7/2014 by 9:00am 
Part 2 due Friday, 2/14/2014 by 9:00am 
In this problem set, you will learn techniques to exploit Python for the automation of repetitive 
tasks. This problem involves text parsing, a common task with genomics data. As with PS2, this 
problem set is divided into two parts that span two weeks. Please write answers to questions 
stated in bold typeface into a README file specific for each part.  
Part 1: Getting Exons 
Scenario: You recently completed a screen to identify genes that affect your favorite biological 
process, and one of the top hits was the HSP90 gene. Not knowing much about hsp90, you used 
a web resource to discover its role in your biological process. 
Question 1: Use a web resource (resist the temptation to use Wikipedia; instead use 
GeneCards, Wikigenes or OMIM) to research HSP90 and briefly describe its biological 
roles and closely related genes. 
Finishing this preliminary search, NCBI’s GenBank was used to find genes or transcripts that are 
closely related to HSP90. The results of this search were deposited into a text document and 
stored on the Stanford server for Genetics 211 in the following directory: 
 /usr/class/gene211/misc/hsp90_search.txt  

This hsp90_search.txt file contains GenBank records that contain transcript sequences, 
however these are categorized and annotated in different ways. Some are from submissions 
associated with publications, and others are Reference Sequences (RefSeq) defined by NCBI 
curators from experimental results. Looking closely, you see that the GenBank records follow a 
defined format: 
9: AK290734  
Homo sapiens cDNA FLJ77842 complete cds  
gi|158254903|dbj|AK290734.1|[158254903]  

AK290734 is the accession number, AK290734.1 is the version number (the accession number 
with a trailing number that increments with each update of the sequence). 158254903 is a GI 
number: a unique number used by NCBI for each sequence or version thereof. 
You are interested in studying only the curated RefSeq entries. RefSeq accession numbers 
contain a two-letter prefix denoting the particular sequence type, followed by an underscore (a 
character never present in the more broadly defined GenBank accessions), and followed by a 
number.  
For simplicity, assume curated mRNA RefSeq Entries begin with NM_ (as opposed to XM_; 
see Accessions at http://www.ncbi.nlm.gov/refseq/about/ for more details about the types of 
features in RefSeq). 
Question2: Why restrict your search to only RefSeq entries? 
You utilize these unique identifiers to begin searching within NCBI for your hsp90-related 
transcripts, but you soon realize how tedious it is to search each one and get the information from 
the RefSeq entry. Instead you resolve to harness the power of the Internet and Python to help 
you. 
Automated Retrieval of GenBank Entries 
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Use a Python module called urllib2 that acts as a mini web browser retrieving the HTML source 
from a specified URL (more info at: http://docs.python.org/2/library/urllib2.html). Here is some 
example Python code: 

import urllib2  
html_response = urllib2.urlopen('http://www.google.com/')  
print html_response.read() 

A future Python lectures will present more information about urllib2, however the example 
above is sufficient for your current needs. 
For this problem set, use the following URL (all one line) as a template to retrieve a RefSeq 
entry in FASTA format, changing only the search term at the end.  This URL returns a file if you 
go to it with your browser. 
 

http://eutils.ncbi.nlm.nih.gov/entrez/eutils/efetch.fcgi?tool=stanford_gene211&db=nuccore&rettype=fasta&retmode=text&id=AK290734	  
 
Important note: In order to follow NCBI’s user requirements and avoid overloading their server, 
we need to add a delay between our HTTP requests! This can be accomplished by putting our 
code to sleep as so: 
 

import time   
 
# ...  
# application code  
# ...   
 
time.sleep(1) # delays program execution for 1 second 

 
Write a Python script called genbank_filter.py that searches the hsp90_search.txt 
for RefSeq entries. Then use the urlopen() function in urllib2 with the above URL and retrieve 
the discovered accession number to retrieve the RefSeq entry in FASTA format from NCBI. 
Parse the FASTA information using regular expressions to extract some information specified 
below from the RefSeq entry. After processing the information, create a tab-delimited summary 
file called genbank_summary.txt where each line corresponds to a different RefSeq 
sequence and each column is defined below. The script should take one command-line argument 
and print to STDOUT, i.e. follow this usage: 
 python genbank_filter.py hsp90_search.txt > genbank_summary.txt 

The columns should be as follows: 
1. Definition (the text after the last pipe symbol ‘|’ in the FASTA defline, i.e. the line 

beginning with ‘>’) 
2. GI number (This	   is	   simply	   a	   series	   of	   digits	   that	   are	   assigned	   consecutively	   to	   each	  
sequence	  record	  processed	  by	  NCBI) 

3. Accession number (do not include the version number after the decimal point) 
4. Percent GC (Note:	  You	  will	  have	  to	  calculate	  this	  and	  round	  to	  nearest	  whole	  number) 
5. Length of sequence (Also	  calculate	  this) 
6. Sequence (Convert	  all	  to	  upper-‐case,	  and	  remove	  any	  newlines) 
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Determining	  Exon	  Boundaries 
With all of these transcripts of interest, you want to get back to the bench and see how they are 
expressed in your two favorite human cell types/tissues. To do this you decide on RT-PCR, what 
is considered by most to be the gold standard for expression analysis. But while this method is 
very sensitive and precise in measuring transcript abundance, it is highly contingent on good 
primers. 
For RT-PCR experiments (http://en.wikipedia.org/wiki/Real-time_polymerase_chain_reaction), 
it is best to design the pair of primers that you will use such that each primer is within a different 
exon. 
Question	   3:	   Why	   would	   you	   prefer	   to	   design	   the	   forward	   and	   reverse	   primers	   to	  
different	  exons	  within	  the	  gene? 
You hear from a friend that an easy method to determine the exon boundaries of a sequenced 
cDNA is to align the sequence to the corresponding genomic sequence.  
The UC Santa Cruz Genome Browser (http://genome.ucsc.edu/; this site is full of useful data and 
is a major genomics resource) has aligned every human cDNA sequence to the assembled human 
genome sequence and has compiled annotation files describing the exon coordinates. This 
annotation file includes RefSeq entries. 
The following file is in BED (Browser Extensible Data) format and is 4 MB in size. It outlines 
the location of RefSeq transcripts in the human genome: 
    /usr/class/gene211/misc/mapped-refseq.bed  

A description of the BED format is at http://genome.ucsc.edu/FAQ/FAQformat#format1. It 
breaks down column-wise as follows: 

1. Chromosome number 
2. Start (left-most) position of feature (0-indexed) 
3. End (right-most) position of feature (1-indexed) 
4. Feature accession number. 
5. Score (Ignore this) 
6. Strand. You should take special care with the strand information to calculate correct 

coordinates (DNA is tricky that way). This is explained in more detail below.  
7. thickStart 
8. thickEnd 
9. itemRgb 
10. Number of exons. 
11. Comma-separated list of the exon sizes  
12. Comma-separated list of exon start coordinates relative to the start coordinate in the 2nd 

column. 
Here is an example line in BED format (remember that “\t” in Python denotes a tab character): 
 
chr3\t46386636\t46392701\tNM_000579\t0 +\t46389397\t46390456\t0\t3\t7,289,3315,\t0,558,2750,  
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You will notice that the exon start positions in the UCSC genome browser are 0-‐indexed, just 
like the elements of an array in Python, i.e. the first position is number 0. This means that when a 
length is provided for a given exon, the end position of that exon will be calculated as: 
 exon_end = (exon_start + exon_length) - 1 

Note that if you are dealing with a transcript on the ‘-’ strand, the length of the 5′-most exon 
is at the end of the list for exon lengths. This is because the genome browser presents its 
information visually from left to right, even if the direction of transcription is from right to left 
because it is on ‘-’ strand. Be aware of this difference when calculating boundaries. 
Question	  4:	  Imagine	  a	  gene	  on	  the	  reverse	  strand	  (relative	  to	  the	  reference)	  whose	  5′	  
end	  starts	  at	  the	  5000th	  base	  of	  the	  chromosome	  and	  which	  consists	  (in	  order	  from	  
5′	  to	  3′)	  of	  a	  1500-‐base	  exon,	  a	  300-‐base	  intron,	  and	  a	  500-‐base	  exon.	  It	  will	  help	  to	  
draw	  a	  diagram.	  (a)	  What	  are	  the	  2nd,	  3rd,	  11th,	  and	  12th	  BED	  fields	  for	  this	  feature?	  
Now,	   in	   preparation	   for	   Part	   2,	   imagine	   23-‐base	   RT-‐PCR	   primers	   for	   a	   400	   bp	  
product	  285	  bases	  upstream	  from	  the	  3′	  end	  of	  the	  transcript,	  i.e.	  the	  5′-‐most	  base	  of	  
the	  reverse	  primer	  is	  286th	  from	  the	  end.	  (b)	  What	  are	  the	  0-‐	  indexed	  start	  and	  end	  
positions	  of	  each	  primer,	  within	  the	  cDNA	  sequence? 
Your	  Task 
Write a script called exon_boundaries.py that takes genbank_summary.txt as source data, 
outputs those same six columns, and calculates the exon boundaries of your hsp90-related 
RefSeq entries to form a seventh column of coordinates as a comma-separated list.  Redirect the 
output into a file called hsp90_refseq_exonbound.txt — design it to work this way on the 
command line: 
python exon_boundaries.py genbank_summary.txt mapped-refseq.bed > 
hsp90_refseq_exonbound.txt  

Use the information corresponding to each RefSeq entry in the mapped-refseq.bed file to get the 
exon lengths for that mRNA. Provide the 0-‐indexed	   positions within your sequence of the 
start and end of the first exon followed by the end positions of the remaining exons. This should 
be in a comma-delimited list.  
For example: a transcript with 10 exons would have 11 boundaries given, with the first 
boundary always listed as 0 (Ex: 0,257,402,545,666,823,914,998,1184,1424,2230).  
Side	  note:	  The	   sum	  of	   the	   lengths	  of	  all	   exons	  will	  not	  always	  equal	   the	   length	  of	   the	  cDNA	  
because	  of	  the	  poly-‐A	  tail	  included	  in	  the	  cDNA	  sequence	  that	  does	  not	  align	  to	  the	  genome. 
 
 
 
Make sure the following four files are in a single directory before submitting: 

• genbank_filter.py 

• hsp90_refseq_exonbound.txt 

• exon_boundaries.py 

• README 
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Submit by running the following script: 
/usr/class/gene211/bin/submit.pl 

Part 2: Designing Primers 
Information on the basics of how PCR works is available from the following website: 
http://users.ugent.be/~avierstr/principles/pcr.html (or your favorite molecular biology text). 
Now you are ready to write a script called primer_picker.py that will design primer pairs for 
your RT-PCR experiments using the data that you summarized in 
hsp90_refseq_exonbound.txt.  
Here are the primer criteria in order of importance: 

1. Primers must each be 23 bases long and have a G+C content between 47-53% (in terms of 
a 23-mer, this means it must have either 11 or 12 G’s + C’s).  

2. The primer pair must span at least one exon boundary. However, a single primer must not 
span a boundary. In other words, each primer must anneal entirely within a single exon, 
but both cannot anneal to the same exon.  

3. The pair should amplify a 300-500 base pair product (the product size is the length of the 
primers plus everything in between the primers).  

If	  multiple	  primer	  pairs	   fit	   the	  criteria	  above	   for	  a	  given	  gene,	  you	  should	  pick	   the	  
pair	  whose	  amplicon	  is	  positioned	  furthest	  3′	  on	  the	  transcript. 
Q5:	  Why	  would	  you	  prefer	  to	  design	  primers	  to	  the	  furthest	  3′	  region	  as	  possible? 
DISCLAIMER: These primer-picking parameters have been simplified for this problem set. 
Real-life primer picking algorithms are more rigorous. See the Primer3 website for more 
information (http://primer3plus.com/cgi-bin/dev/primer3plusHelp.cgi) if you are interested. 
Your primer picking script should create an output file called hsp90_primers.txt that describes 
the best primer pair for each cDNA and follows this format (tab-delimited). 
AccessionNum<tab>ProductSize<tab>CoordinatesofProduct<tab>LeftPrimerSeq<tab>R
ightPrimerSeq   

Example: 
NM_012345\t341\t2126,2466\ttcgcatgatcaagctaggtctag\tacacaacatccaatcctgctgtc  

NOTES: The left primer sequence is the same as the sequence you are designing from (same 5′ to 
3′ orientation). The right primer, however, is the reverse	   complement of the region of your 
cDNA sequence you want it to anneal to. In other words, in your output file, the left primer 
sequence should be a 23 bp substring of your cDNA sequence for that gene, but your right 
primer sequence should be the reverse complement of a 23 bp substring of that cDNA sequence. 
If this doesn’t make sense, read up on PCR theory. 
Your script should take one argument and print to sys.stdout: 
python primer_picker.py hsp90_refseq_exonbound.txt > hsp90_primers.txt  

Make sure the following three files are in a single directory and submit as before: 
• primer_picker.pl  

• hsp90_primers.txt  

• README 
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Submit by running the following script: 
• /usr/class/gene211/bin/submit.pl 


