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Introductory Remarks

HG: In our rush to get through the afternoon, we’ll move to the next panel talking about “How to
get a Handle on Environment in Genome-Wide Association Studies.”  We have three speakers
for this: David Craig form the Neurogenomics Department at TGen, Catherine Schaefer from the
Kaiser Permanente Division of Research and Atul Butte from Stanford’s Departments of
Medicine and Pediatrics.

Panel 3
Identification of Common Genetic Variants Predisposing to Neurobehavioral Disease by way
of Genome-Wide SNP Association Studies

DC:  (Slide 1)  I am from the Translational Genomics Research Institute.  That’s in Phoenix, and
it really is the place that tasks me with my job which is to find a genetic basis for disease.  It’s
basically a nonprofit research institute; we all kind of have to do the same things most other
places do which is get funding to do our research.  A lot of my funding comes from the NIH.
My disease focus is a lot of the neurobehavioral disorders although I do branch out a little bit
more.  Since I am the first of the three talks, I will try to give a bit of a review just in terms of if
the term GWA study doesn’t mean much to you, but it will be very quick.

(Slide 2)  So let’s just start with the motivation. My training starts out, I’m a little bit different
than the rest of the group, I started probably more as an engineer which allows me to solve a
problem with a set of tools.  Whatever those tools are, I’m going to solve the problem with those
tools; if I can’t, move onto a different problem.  I am trying to change people’s…how they’re
facing disease or how disease hits them.  A good example is autism.  If I can find something that
predicts if you are predisposed to autism, maybe a gene or genetic variant, that child can have its
environment changed to one that maybe gives a different outcome.  You might speculate about
things, about types of food they might eat, seizures they might be exposed to and so forth.  So
basically that’s one of the really big goals, and it branches into this idea of diagnostics and new
targets for treatment, better treatment and so forth.
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(Slide 3)  This is really actually a very good, diverse group.  The one thing I will say is in the
first talks, there was mention of microarrays and the kind of concern about the “not getting us
exactly where we want to be,” and I actually agree with a lot of that except that there’s a
simplistic point to that, which is I think that my agreement would come with generation of
microarrays as studies that focused that on RNA, we’ll call them expression studies, what’s
turned on and off.  What you really see microarrays used for mostly today, based on volume
alone, is finding the genetic basis of disease; they’re trying to find what you’re born with, not
what’s turned on at any one instance, but what you’re born with and if that’s going to predict
what you may be at risk for or may get.

These build off the concepts of linkage studies, and this is how often I explain this.  I start with a
linkage study.  I say ok there’s a mutation that we’re tracking through a family, we’ve got to
figure out where it is, and we use genotype to paint the chromosomes and genotyping from
SNPs, which is a short acronym for single nucleotide polymorphisms. It’s basically a point in the
genome where there’s a change.  Maybe half of us are T, and the other half is G.  But the key
point being is they’re common things.  Maybe they do change things like your eye color, maybe
they do nothing at all, but for us, they’re nothing more than markers to paint the genome.  So
basically in this case, we figure out through meiotic recombination, a region gets narrower and
narrower and at the end of it, we’re able to exclude most of the genome, perhaps ninety-eight
percent, focus on the two percent and then go hunting.  A lot of people term themselves gene
hunters in this field.

(Slide 4)  But to build that out into the idea that let’s not just study a small family, but let’s
extend it out for many generations. And that’s where the term for the GWA study kind of comes
from, a genome-wide association study, but at heart, you’re studying a population, and the other
big difference is that you only get to look at the bottom rung of people.  So you look at a series
of cases, a series of controls under the most typical design which in one of the earlier talks would
be the retrospective case-control which is most frequently done.  Essentially these blocks have
gotten a lot smaller, you need a lot more markers and you’re no longer dealing with things that
are mutations, that are almost black or white, but that are increased and decreased risk in addition
to everything else which does include the environment.

Technologies for doing that is again it’s basically take that chip you were used for the family,
make it a lot denser, genotype a half million SNPs instead of ten thousand, and we’re going to
study an entire population and try to identify something that predicts risk for a disorder.

(Slide 5)  The key differentiating factor in terms of the earlier talks referring to arrays…the
goal…what you’re going to end up with at the end of a GWA study is not a thousand
discoveries.  If you’re lucky, you may get one.  Most GWA studies I’ve been a part of, in a
variety of frameworks, maybe eighteen or so, I would say maybe three gave you one.  Now of
course there are places in the literature where they got two or three discoveries, but that’s where
you’re gonna get it.  So it’s just a few from a study.

I think one of the audience members actually mentioned diabetes type two, saying I think there
were seven or so.  That sounds about right, and diabetes type two is one of the most studied
diseases for this type of study design.  It’s expensive; it’s a lot of NIH dollars going to those
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arrays, and those are in the ballpark of five hundred thousands dollars a pop, and that’s one
study.  And so to figure something out that has a very small genetic effect, you’re going to need
a lot of people.  The starting point has been hundreds, most are in thousands, of individuals, and I
really think that we’ll go higher, but there’s a lot of complexity in going higher.  We do do a lot
of these.  I focus on both the experimental and the statistical aspects of it.

(Slide 6)  So this is kind of an overview of the study design, and I think it’s a fun place for
people to play games with statistics.  You have to be cautious whenever you’re testing it.  A half
million hypotheses, you can make the data say what you want, but in reality, if you’re seeing
some big claim, thousands of discoveries from a GWA study, it’s something that probably would
be a contentious point in the field.

(Slide 7)  So the one I use for a common variant is something that was discovered before the age
of GWAS.  What probably I would say told people, “we want to do this study design” ten years
ago which is the ApoE4 variant and Alzheimer’s.  Twenty percent or so people in the room
probably have this variant.  In terms of an odds ratio in the case-control studies, if you have the
variant, in those studies I think the increased odds in heterozygotes was in the neighborhood of
eight versus something like thirty if you carried two copies.  And so this was our GWA study on
Alzheimer’s, and we hit ApoE4 like no tomorrow.  We actually only hit it with one SNP.  You
would have thought that there would have been more and so would we have, but we were
thankful that there was one because having missed that one, I think people would have
questioned the whole idea.  Interestingly, not really much else has been found so that’s been
what this type of study has yielded in terms of consensus for the group.  Researchers in the field,
I would say if you asked everyone, they would only agree on ApoE4, and it’s a huge effect.

So if we go down some of the other discoveries that have been made, and this was pre-GWA
studies where we got kind of lucky: it’s a common variant with a big effect.  And then what we
discovered with these SNP arrays, and they’ve turned out to be a lot milder with the exception of
the first one which was an age-related macular degeneration; it was in a gene called CFH.  And
everybody was amazed that it worked with a few hundred people, and it was a huge effect size,
and it made people buy a lot of arrays and it got a lot of people interested in it.  But there’s really
been nothing to that effect for a fairly common disorder since, but there have been a lot of
discoveries of a smaller effect size.  So if we’re talking odds ratios, we’re looking at 1.3, 1.2, 1.1
which gives you marginal increase so there must be something else, and that something else
probably has something to do with the environment.  I’ve heard numbers in the neighborhood
there are sixty believed consensus discoveries for all the diseases, but the nice thing is they’re
reproducible, time and time again, equipment to equipment, machine to machine, assay to assay.

I do want to hit on some of these.  Just in terms of my timeframe, the one I want to hit on, just
thinking about the talk beforehand, is multiple sclerosis.  I’m going to skip a few slides here, and
I can highlight some of this stuff a little bit later.  (Slide 8)  This is from some of the type two
diabetes work; this one is from a publication from the Broad [sic] where they highlighted some
of these associations which other groups have replicated. (Slide 9, 10)  There have been a lot of
studies going forth.  (Slide 11, 12, 13)  We did make one of the first ones using some kinds of
tricks that we borrowed from Plomin’s research early on in terms of technical tricks, not
speaking towards his literature validating it and also getting some of that imaging, which I don’t
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quite understand a lot.  But it is quite important because we found that our variant, we were able
to correlate genotype that was found in the GWA study with hippocampal activity, and this was
in a memory study, episodic memory.

But this is what I want to go to.  When I thought a lot about this, I realized that in a lot of the
GWA studies I do, we don’t really consider environment because we can’t.  And so the ones that
I really think about and want to hit on before I end the talk are the things that we see the most of
which is (Slide 14) this list of common variants, common things that a lot people are born with.
They will basically contribute to whether or not you get the disease statistically. The small effect
size ones where you see a twenty to thirty percent increase, for something like type two diabetes,
how are we to fit this in with the data from environment?  It’s not there.  I look at these data sets;
I have these data sets.  It’s case controlled for diabetes.  That’s where it stops; it’s hard to get to
more.  But then it’s a good question because when you look at something we do find with the
large effect size, in something like multiple sclerosis where the odds ratio is four, but that’s huge.
What it means is that there’s a variant, and it’s about thirty percent in the population and jumps
up to about eighty percent in cases.  It’s a huge effect, but if thirty percent of us have it already
and maybe one out of a hundred thousand, or a few out of a hundred thousand, actually get
multiple sclerosis, it’s such a small piece of the puzzle.  And so the question is what’s an
environmental influence because it’s not just about that variant, it’s about that something else.  Is
it something like an exposure to a virus or is it something else going on, and how would we
possibly figure it out?

(Slide 15, 16)  And basically what I’ll end on is I don’t really consider that the data exists to
answer this in terms of the GWA studies, in terms of what we have.  I think that these large
cohort studies like the Framingham and so forth are a start, but the annotation is weak, and I’m
not sure it’s going to get there.  We’re moving towards different types of study designs, and they
will speak to some of the earlier, my last comment, earlier work [sic] where basically just like if
you get hit by a trunk or have a big, sporadic event that changes your life, there are mutations
which do the same, and a lot of people believe genetics is built in rare variance.  (Slide 17)
That’s the end of my talk.

The Physical and Social Environment in Kaiser Permanente’s Research Program n Genes,
Environment and Health

CS:  (Slide 1)  Well Professor Perrin described himself as an imposter here today, and maybe I’d
describe myself as a carpenter.  So I’m here representing a group of people at Kaiser
Permanente’s Division of Research where we’re trying to build a large resource that would
enable a wide variety of different studies that are designed to tell us more about genetic and
environmental influences on many different, specific diseases.

(Slide 2)  Our goal is to build a very large and comprehensive resource in partnership with our
large, socially diverse membership.  We have electronic medical records that are comprehensive
and longitudinals that are an important aspect of this.  We have for example recently done a
survey of all of our adult members, some 1.9 million people, as a source, of beginning anyway,
of acquiring environmental data.  Clearly there’s a lot more to the environment than you can
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collect in a four-page survey one time.  We’d like to link these sources of information then to
genetic information coming from biospecimens that we would collect on up to five hundred
thousand consenting members of Kaiser Permanente.

(Slide 3)  Our aims are basically to enable scientists there and collaborating scientists from
across the scientific community to conduct research on the genetic and environmental influences
on disease susceptibility, but also on course and prognosis of disease and response to treatment
and pharmacogenetics.  Translational research gets a lot of attention these days, but clearly
there’s a great deal of research that needs to be done.  We’ve haven’t even begun to think about
what do we need to do to basically translate findings when they come, when they’re actually
clinically significant findings, out of these genome-wide association studies or other studies of
on genetic and environmental influences on disease to translate those findings into
improvements in medical care and public health education.

And an aim from the very beginning as part of our development of this resource has been to
conduct research on the ethical, legal and social implications of participation in genetic research
and on the use of genomic information in medical care.

(Slide 4) So as part of the development of this, we’ve been funded by a number of private
foundations and also with gifts from Kaiser Permanente itself.  Our efforts have been devoted
initially, we’ve been funded since about 2005, to efforts to really inform our membership.  We
see this development of this resource as sort of a unique contract between our members, the
health plan and the scientists.  So we’ve been focused on trying to have very clear
communications with our members about what we are doing to basically tell them in advance
about our activities and to also carry out focus groups and surveys and so forth in an attempt to
understand more about what the expectations, concerns are of members and also more generally
the communities from which people come and engage people’s interest in being part of this
effort.

We have as part of these efforts convened community and scientific advisory panels.  We’ve
actually not quite managed, I’d have to say, to convene our scientific advisory panels.  I have to
say that because Professor Greely is sitting in the audience and knows better; he’s part of our
scientific advisory panel.   But we have convened our community advisory panel; now we have
quarterly meetings with them, and I think we’ve been meeting for over a year.  And they’ve been
terribly helpful as have individual members of our scientific advisory panel, but our community
advisory panel has been very helpful to us in better understanding how communities react and
what their sort of values and attitudes and concerns might be around the development of a
research program such as this.

We’ve also worked with the electronic data to develop sort of disease or condition databases
where phenotypic information is organized in ways to make it more research ready.  I mentioned
the survey of our membership.  We’re presently just beginning to develop a biorepository.
Starting next month actually, we will be mailing out explanatory materials and consent forms
and saliva kits to begin to collect samples from individuals who responded to the survey last
year.  And we hope within this next year or year and half to collect around hundred thousand
saliva samples.
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(Slide 5)  So let me talk also about this effort to include in our development of this resource
information about the social and physical environment that potentially is important with respect
to influencing health.  So I noted our community advisory panel has been, really consistently
encouraged us to make sure that we take the environment writ large into account and not to focus
strictly on the genetic in terms of our attempts to understand what causes diseases.  And as think
as epidemiologists largely there, although a number of groups are represented, sociology and
people from a variety of different backgrounds, but we are used to thinking about disease, health
and disease, as a sort of complex pattern, as interactions of a wide variety of different factors
coming together, not from the standpoint just of genetics.  And I think the inclusion of
environmental information, or attempts to include environmental information, basically in some
ways sets this resource apart in that a number of other biobanks that are under development, at
least in this country, basically marry some source of phenotypic information, an electronic
medical record often, with biological samples in order to derive genetic information and really
don’t either think it’s necessary or don’t have the capacity to add environmental information.

(Slide 6)  When I talk about the environment and sort of broadly defined these various areas, let
me tell you a little bit about what it is we’re doing in each of those areas to try to build sources of
information.  First of all, I mentioned survey.  Well, the survey that we did with our members is
actually only one of the sources of survey information available to us about our membership.
There are other very large and very detailed surveys that have been done, and these provide
individual level data about factors that also might be considered to be social as well such I’ve
listed here: marital status, factors that make up socioeconomic status, stressful events, experience
of discrimination and then of course the ones that everyone has to include, these sort of health-
related behaviors that are actually considered part of the environment if you have sort of the
conceit of geneticists, of smoking, alcohol consumption, physical activity, diet and so forth.

Another source of information at the sort of host or personal environmental level is
biospecimens.  It might help to answer the question of how these things, well they are under the
skin and so it doesn’t tell us exactly how they get there, but can point to some actually individual
host factors that might have social implications or refer back to interactions with the social
environment.  And here I’m thinking of things such as cortisol or other hormones that might be
measured and then of course other kinds of exposures that are relevant, exposure to the physical
environment, things such as viral antibodies, for example, as measures or indicators of infection,
PCBs for toxic exposures and so forth.

There’s also biomonitoring.  There’s a big effort at NIH to go around asking people what they’ve
been exposed to and how they live and what they do and so forth, and let’s just put monitors on
them and measure these things more directly.  A really conventional example of something a lot
of people use is a pedometer, how many steps you walk in a day and so forth, but there are
obviously more sophisticated devices coming down the pike that will likely be used.

(Slide 7)   I’ll talk about our attempt to get at the social and built environment through area or
group measures of social environment.  Many people are probably aware that the U.S. Census
Database is an excellent source of information about the social environment that is obviously
aggregate data, not individual level data, but is potentially very useful for depicting the sorts of
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neighborhoods or environments in which people live and then can be linked back to individual
people, members, through information on residence for example.  We have a group that refers to
itself as OurSpace that is a collaboration of investigators at Kaiser Permanente, but also UCSF
and Berkeley who are creating an ecologic database of sort of factors in the social environment,
building specifically a GIS database which sort of maps in layers these different social factors,
built environment and so forth, and then relates them to individuals through where they live,
measures of where they live.

(Slide 8)   A similar kind of things can be done with environmental databases that can be used to
link area measures of pesticide and industrial exposures to individuals as well.

(Slide 9)   So let me just mention two things.  I think other people have said these or pointed to
these much more elegantly in their talks, but just note that these are the sort of, also quite
prosaic, things that you confront when you are trying to develop a resource.  And one is the
effects of time; they have to keep in mind that the environments change over time.  So one-time
measures, usually the sort of database that we can assemble unless we have already good
longitudinal data from a birth cohort or some source such as that had the forethought to assemble
a cohort many, many years ago that we can now follow up.  We have the problem of trying to
measure the environment now and understand the effects on health in a contemporary way, but in
fact the environment obviously changes.  There’s also a lag between exposure and expression of
disease typically.  And some environmental effects may depend on stage of development or other
complex time relationships.  And I think this is not an audience that I have much to say to about
the potential problems of reductionism or ecological fallacies.

(Slide 10)  So I’ll stop.  Thanks very much.

Linking the Genome and Envirome

AB:  I don’t have any slides; I’m just going to go with notes.  So in the next 11.8 minutes, I’m
going to talk about some of the problems with genetic approaches to diseases, sort of countering
what Dr. Craig’s been talking about.  I’m going to explain specifically three different problems
I’ve seen with the genetic approach with respect to the environment, but despite those
challenges, I’m going to talk about the one good thing to these genetic approaches and try to take
that methodology that makes the genetic approaches so powerful and consider how we could
apply that methodological property to the study of the environment and its role in disease.

And I’m really going to start picking on the genome-wide association studies, the GWA studies,
that we’ve just heard a bit about from Dr. Craig.  And essentially two million DNA differences
can now be measured or studied across thousands of individuals for about a few hundred of
dollars each.  So the first point I want to make is that multiple genome-wide association studies
have been run over the past two to three years on a variety of disorders; I counted almost ten in
the past year on type two diabetes mellitus for example.  And in many of these GWA studies, the
label of the disease, when you have a case and control, the label of the disease was really just
given by the physician.  Physician labels are certainly not perfect and are often several steps
removed from actual physiological measurements, but what’s worse is that those that don’t get to
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see the doctor don’t get the diagnosis and thus don’t get studied.  So in some ways, the science of
how we’re actually selecting cases for case-control studies needs to respond to the role of
environment.

Second point.  Disease itself implies knowledge of what is the normal, which itself depends on
what is the environment.  Ethnicity is part of this.  So for example, a recently published GWA
study using Mexican Americans identified many loci for type two diabetes mellitus, but none of
those were actually in common with the previously discovered ones in the larger studies over the
previous year.  Another example, a better example, the gene FTO was strongly associated with
type two diabetes in enormous cohorts run through the Wellcome Trust Case Control
Consortium, but interestingly, FTO was not strongly associated in the equivalent larger studies
run by the Finland Fusion Group or the Broad Institute’s DGI cohorts.  But the control
individuals in those two cohorts, in the Fusion and DGI studies, were screened and sure that they
had normal glucose tolerance whereas the control individuals in the Wellcome Trust were not.
And FTO itself is known to play a role in the development of obesity, both childhood and adult
obesity, so it’s likely that the Wellcome Trust cohort is picking up the obesity component or
having obesity-associated type two diabetes.  But the point here is that control selection greatly
alters the results, and the environment from actually being obese can knock out a gene from
actually being positive in a GWA study.  In fact, if so many folks in our country are obese, then
what exactly is normal?  I mean one could argue it’s perhaps abnormal at some point to have a
normal glucose tolerance.  So point two is that the science of control selection needs to respond
to the role of environment.

And point three is this: even if you put all the GWA studies together, for example for type two
diabetes, it still only estimated that five to ten percent of the heritable risk for type two diabetes
has yet to be explained.  Just five to ten percent if we’re being optimistic.  So we’re definitely
missing genes on the G side, and even if believable, the results of the studies often seem
irrelevant on the G side.  We screen for so many genes now that we have to compensate by
down-weighting our levels of significance, and then to compensate for that we need to find
stronger signals so we boost the number of samples.  But then all we find are signals that are
consistent or positive across the entire population.  So if a subset of those patients in our studies
have [sic] a strong signal, it’s going to get drowned out because it’s not consistent across the
entire population.  So we end up finding genes of loci with weak effects because they’re the only
ones consistent across the entire population.  Certainly this has been shown for height over the
past month, but the example I’m going to give is in type two diabetes again.  One of the best
genes for type two diabetes is this TCF7L2 which has an odds ratio of 1.7, and this is one of the
stronger ones for type two diabetes.  Now a recent type two diabetes meta-analysis published by
David’s [inaudible] group just in March looked at all the loci that were implicated in the previous
year and actually now recalculated odds ratios that ranged just between 1.0 to 1.11 with all of
those chips and all of those samples and tens of thousands of individuals.  To put this into
perspective, if you’re middle-aged, normal weight, and if you’re inactive compared to being
active, your odds of developing type two diabetes is 1.7.  If you’re overweight and middle-aged,
your odds ratio is 2.73.  And if you’re obese and middle-aged, it’s 7.26.  So one of the lowest
environmental risk factors is actually the highest genetic factor.  So point three is the science
between the common disease common variant hypothesis itself really needs to be scaled to the
effects of the environment.  So effect sizes are tiny.  It could be that we’re just not finding the
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right genes and that the role of the rare variances is rarer than we predicted, but even if these are
perfect, I argue that for most disorders, the environment plays a greater role, perhaps than we
were actually predicting.

The problem is that we cannot think of the environment in the same framework as we think of
genetics.  So if the theory of the environment is too grandiose for my cognition, I’m just looking
for the parts list of the environment.  Where’s our periodic table of the environment?  Where are
those devices like microarrays to comprehensively measure the environment?  The geneticists
have tools to measure the genome broadly defined regardless of what exactly is being studied.
Surely we can study environment in specific conditions like asthma, lung cancer, we can go
deep, we can look for environmental factors, but do we have similar disease agnostic capacities
to study the environment the same way geneticists have disease agnostic capacities to study the
genome today?  What I’m going to argue today is that in many cases the answer is yes, we do
have some of these tools, but that we’ve been using them and building them, these “devices,” for
very different roles and for a different time.  And I’ll walk you through an example of some of
the work that we’ve been doing with the CIRGE group here on campus.

The question we set out to ask is how can we estimate globally the role of genetics and
environment across the entire spectrum of human disease.  Big question.  This is the pilot
project.  So certainly determining the role of genes and environment in individual diseases is just
incredibly difficult, but we’ve thought of a trick that we could perhaps use to some sort of degree
of belief.  Sometimes people have two diseases, maybe even more.  So the question we then
wanted to reframe to is when two diseases co-occur in individuals, can we find shared genetic
reasons for it or shared environmental reasons or a mix of the two?  Whereas if we’re answering
for individual level disease assignments, maybe the pairs of disease could go from one way to
the other.  But to do this we need we need to comprehensively study all environmental etiologies
for all disease.  Where are we going to get a list for all environmental causes of disease?  It turns
out lists like this have been collected for decades.  The librarians have been collecting this.  So
for example when someone writes a paper linking cigarette smoking with lung cancer in a decent
journal, the National Library of Medicine reads it and codes it with medical subject headings.  So
for example, the headings don’t just specify that this paper’s about lung cancer and about
smoking; the codings actually say that it’s about the etiology of lung cancer and the adverse
effects of smoking.  “Etiology” and “adverse effects” are two of the eighty-three sub-qualifiers
that the National Library of Medicine uses, and we can mine all of these associations with these
sub-qualifiers to figure out and make a grid.  We have essentially fourteen hundred diseases as
our rows and about thirty-two hundred known etiological causes of diseases [as our columns],
and you can just fill in the grid with a little color based on, “Has this etiology been linked up
with this disease?”  The molecular biologists in the room, I see many here, will think of this as
resembling a microarray, but instead of studying the genome now, we’re studying the envirome
so this becomes an enviromic microarray.  We stop to compare this to genetics so we need the
genetics, but we can borrow that from many online sources. We used one at NIH where we have
again fifteen hundred diseases as our rows and about twenty-five hundred genes with known
variance associated with some of the fifteen hundred diseases.  So now we have one grid for the
environment and one grid with the genetics.
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And now we can apply this to pairs of diseases so let me give you an example of a pair of
diseases.  Consider for example patients with both diarrhea and sensory neural hearing loss.
They’re separate disease causes, but they actually go together quite a bit.  Now we know they go
together quite a bit because we can look at large national disease registries of hospital discharge
records; we can see patients being discharged for both.  Now this pair of diseases happens to be
at an extreme for sharing many environmental factors.  The physicians in the room will realize
that giving some antibiotics cause hearing loss as well as the diarrhea.  There are also some
surgical procedures that cause both that you can imagine.  So this pairing could be explained
based on shared environmental factors.  We could not find any known gene that linked those
two.

Now here’s another pair of diseases: aortitis which is the inflammation of the aorta and
conjunctivitis, the whites of your eyes getting red.  Amazingly, this pairing happens a lot too.
But there is one gene associated with aortitis and one gene associated with conjunctivitis, and it
happens to be the same gene for both.   It’s one of the HLA genes, HLA-DRB1.  Now we can’t
say that the exact same variant causes both, but this pairing could be explained using genetics.
We can’t find any shared environmental reason for these two to go along to each other.

And again diseases can just co-occur based on dumb luck so we only really care about disease
pairings that happen more than you would expect given the mathematics of the proportions there.
And when you run this across all of the unexpectedly high pairings of diseases, we end up
finding that sharing common environmental factors predicts disease co-occurrence more than
double the rate as diseases sharing common variant genes.  This is just from what’s known about
genetics and what’s known from the environment.  We’re assuming a lot from the literature, and
our knowledge of genetics is certainly incomplete.  And we also have to believe that a librarian,
physician and geneticist are thinking about diseases the same way and roughly apply the same
labels.  But there are essentially two known environmental factors for every gene that’s known
for a disease.

Now this approach can also tell us where we’re missing knowledge.  If we have a disease or a
disease pairing where we have plenty of environmental reasons, maybe we’re missing some of
the genes, and we could target study there or vice versa.  This is just one example of how we can
mash up public health epidemiological data, genetic association data and library catalog data to
answer an interesting question about prospective roles of the gene, environment and disease.
So we’ve essentially smashed the glass of the environment, but our shards are still pretty large.
We still roughly see the shape of the cup here.  They’re not molecular shards.  They’re still pretty
decent shards.  They’re mesh headings; there’s a lot covered under mesh headings.  But still we
are at least getting one level down from reductionism.  And as Sir Michael Rutter puts it, it is
still just a means to an end, it’s not just an end.  It would be grounds to pursue some of these
links in more detail.

So just to conclude, what are our future models going to look like?  To me, variance in disease is
a function of variance in genetics and variance in environment.  But even within that seemingly
huge bucket of the environment, there are still tractable measures that are still nearly
comprehensive and tractable like variance in previous disease state, variance in the care we
deliver, variance in nutrition, variance in toxin exposure.  And the trick is to put it together.
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Instead of just thinking about these as one disease at a time, maybe it’s tractable to put them
together across the whole panel of diseases.  We could think about using census data or other
CDC data to estimate the environment, electronic medical records to estimate the phenotype of
disease, EPA data to estimate distances to toxic sites and so forth.

While this can be, I’ll just admit it, a naïve way to go about this, but it’s a data driven way to do
this.  While we might no be able to say for any one individual what the role is of these factors in
that person’s disease, we might be able to estimate global roles across a whole set of diseases.

Now just to really conclude, in reality diseases come and go.  Nosologies are defined and
redefined.  I tend to collect a lot of books on nosologies, going back a hundred, two hundred
years.  It’s curious to me that Linnaeus, my hero for the past few years, Linnaeus [sic] was one
of the first to classify diseases and simultaneously taxonomize the species.  He’s remembered for
the latter, not the former, because he got it mostly right, but even there, the details for taxonomy
can be refined using modern tools like DNA sequencing of organisms.  Now where we can say
with confidence where Linnaeus and others got it right, we can also fix it where they got it
wrong.  And finally, in the same spirit, I think there’s the same equivalent in building the modern
tools, computational, statistical, epidemiological, pharmacological, physiological, genetic,
pathological, clinical and even molecular tools, for redefining nosology.  Thank you.

Discussion

HG:  And I don’t want to discourage any questions by pointing out that this is the last question
session before the break, but we do have time for some.

RO :  My question is for Dr. Schaefer.  I was very interested in what you said about the
community involvement, and in particular you said that the community had requested more
emphasis on the environment and less, I presume, emphasis on genetics.  And I wondered if you
could tell us a little bit more about the process by which you involves the community and how
did their reaction come to light and what was it that they specifically said and what kind of
emphasis did they want on the environment?

CS:  Well, so our community advisory panel was sort of selected from community advocates,
from people who hold leadership roles in different community groups, and so forth.  And as I
said we meet with them quarterly.  I think they came concerned about the fact that since this was
a gene-environment research program, and all the buzz in the newspaper, in a lot of public
sources, is about the effects of genes on health, that maybe our commitment to the environment
was just a matter of lip service.  So their concern was first expressed when we were talking to
them about the survey we were doing, and they said, well, we see a lot of questions here on
smoking, and we see a lot of things that are sort of directed towards understanding personal
behavior, but we don’t see much about things that we’re concerned about because we live in
Hunter’s Point or we live in Marin County which has the highest breast cancer rates in the world,
about what are things other than personal behaviors that might have an impact on that, or
genetics.  We assume your going to study genetics, but we worry you won’t give due diligence to
these other factors.  So that’s the kind of things that came up.
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HG:  So Cathy, if I can follow up on that, were they generally thinking of environment in the
sort of EPA sense of environment, pollution, etc?

CS:  Initially, and I guess that’s sort of reflected in that question, but I think they actually have a
more sophisticated idea than, for example, just air pollution or pesticides and so forth, and that
they’re also concerned about the social environment.  And they see the social environment, the
neighborhoods in which they live, the ways people arrange their lives, also as affecting their
health in a very direct way, and they feel as though that’s often not depicted, or not attended to,
in the way that we go about our research and the kinds of things we prioritize.  And when I say
“we” I mean broadly in epidemiology and scientific community.

AQ:  I am a practicing physician so very much an amateur gene jockey, but some of these terms
such as “gene expression” stick at me.  Is that qualitative or quantitative? Is a gene on or off or is
it half on and a quarter off, and is that not make it yet more complex?  And then adding the time
dimension, what if it’s now and ten minutes from now and tomorrow and three weeks from now,
it seems as we’re reading these essays, it gives the impression that there’s a degree of finitude in
these gene arrays that does not give assertion to these other time and variables?

DC:  I think that basically that the expression I would call it is “semi-quantitative,” and I would
say depending on who does it, the scale’s different.  When you heard the first two talks about
large amounts of false positives and problems and issues, in terms of gene expression which is
what’s going on at this moment with a gene, is it turned on, is it doing a lot or a little, I think it’s
very difficult, I personally find, to use that data scientifically.  The talks Dr. Butte and I gave
were more about genotypes which are basically categorical: AA, BB, AB.  You’re born with AB;
you’ll probably have AB at that point for all your life, unless a cancer takes over.

AB:  Well, I think even regardless of whether it’s gene expression or actually genotyping, there’s
going to be issues with the measurements, no matter what.  I mean today we’re looking at using
arrays, those people are going to be pushing whole genome sequencing in the next two to three
years.  We’re going to have a whole list of reasons why we shouldn’t be using arrays anymore so
we just have to wait for those reasons to switch our platforms.  And same from the gene
expression side, were measuring exons now, we have to think about alternative splicing, the time
aspects, I think that point that I want to get across is that there’s no point in ever just waiting for
the perfect measurements.  And whether that means the perfect measurement tool or the perfect
setup to measure at the right time, what I usually say in my talks is fifty years from now we’ll
still be criticizing the data collected forty-nine years from now.

CS:  Can I get my two cents in?  I understand and I agree what you’re pointing to about the
complexity.  Technical issues aside, I think this goes back to the issue of thinking hard about the
biology of what it is we’re trying to study.  Most of these new approaches are, as you’ve heard
described, really agnostic with respect to hypotheses or biology: let’s see what we can find and
take it from there.   I do think you have to think about things like whether or not there are certain
developmental stages where these kinds of events, like a gene being turned on or off, are more
likely to occur.  We still know, it seems to me, so little about actually how this happens through
the course of life and as a consequence of different exposures and experiences. Very difficult to
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know exactly where to cleave it, where to start, but you’re right, it does add yet another layer of
complexity.

AB:  Just to respond to that, there are many biologists in the room so let me stick up for them for
a moment.  For many of these hypotheses, we’re not going to have biological tools to study them
for many years to come.  So for example, in Joel Hirschhorn’s paper on height, the height study
from last month in Nature Genetics, folks have a difference of having eight to sixteen of the risk
alleles for height.  There’s a span of a difference of about 3.5cm in height so tiny effect size
again, but you need eight to sixteen of these alleles.  We cannot really feasibly make mouse
models with eight alleles like that, never mind sixteen of them.  We’re not ready with tools on
the biological side either to really pursue them.  So I would again respond by saying that we’re
going to be at the associative side for quite some time still.

AQ:  I think this is mostly a question for Dr. Craig, but really for all three of you.  It has to do
with sample size.  It seems to me that if we’re talking about what amounts to independent
variables in the hundreds of thousands, it’s been a while since I’ve taken a stats class, but isn’t it
that case that to be confident in our casual model, we’re going to have a population that
approaches the country or the world.  And if not, why not?

DC:  So I think that’s an excellent point.  We’re measuring so many variables, and they are not
enough observations.  We have six billion of them in the world, and if you want to throw in
environment, that’s a whole other set.  So when you’re testing all these hypotheses, you’re also
not getting the best data.  I think the difference between out two talks were just on spin.  I talked
about the five percent we succeeded, and he talked about the ninety-five percent we didn’t.  And
even the first talks they mentioned the ninety-five percent of failures, and that’s one big problem
I would highlight with all these types of arrays studies.  There’s been a tremendous amount of
false positives, and it’s been hard as an independent researcher to just look at the literature and
figure out what’s real and what’s not.  The big problem I have with the studies as they ramp to
larger numbers which is a point he hit on which is annotation.  And I worry if we can’t get
disease class right, and I study autism, it kills me, I don’t know what’s going to happen when we
start combining all sorts, and I think we’ll lose out power.

AB:  I would agree with that.  So let’s give the pro side for biology.  Having a biological
mechanism to explain it trumps any statistical one, one would argue.  Although I think the
current checklist for Nature Genetics is: show it in one population, validate it in another.  You
don’t necessary have to show a similar molecular reason for it to get published in a journal like
Nature Genetics.  I think I’m usually an optimist; people who know me know that I smile quite a
bit.  I’m an optimist, but I would say that whereas I agree there have been some success stories,
it’s frustrating that in some of the ones where we potentially have some kind of thing to prevent
it, like if we had better markers for type two diabetes, you can imagine all the types of
interventions we could do.  We’re left with just frustratingly few of these operationally valid
ones.

HG:  Last question before the break.
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AQ:  This is for Professor Butte. The genome-wide association studies give us log odds ratio of
disease and genes, and you told us about relationships between environment and disease and
gave us some log odds ratios, but what we really want and you know is a three-dimensional
matrix, a much bigger matrix, where we have genes on one axis, disease on another and
environment on the third and see if there are synergisms between the environment and the genes
that gives us the disease.  This is sort of like asking the last question; it makes the problem even
worse in terms of the larger samples, but have you thought about trying to make this three-
dimensional matrix?

AB:  Yes, I mean that’s exactly the kind of pooh-pooh’ed regression we heard earlier.  I mean
those are the types of regression models we set up to try to figure out for any one disease what’s
the role of these two, and for the pairings as well.  But again, I’ll be the first to admit, were going
to be left with hypotheses in the large case of these things; some of them we’ll validate, some
will have a very little effect and some will have a larger effect.  What you put as that third axis is
usually the question….And in fact, that really opens a lot of doors.  So you could put as the third
axis other things like the quality of care we deliver at the hospital, and then you can start to talk
to the quality care people in the hospital.  You could put as the third axis as many other things
like that.  So it’s complicated, there’re cycles, there’s time involved, but what I would say is that
if there’s low-hanging fruit, let’s see if there is some low-hanging fruit that we can start to pick
and then start climbing the tree.

HG:  Well thank you.

End Panel 3 and Discussion


